
Sensor Drift-Robust GNN Surrogates for Urban Wastewater State
Estimation

Imane El Ghabi∗
Informatics Institute, University of

Amsterdam
The Netherlands
i.elghabi@uva.nl

Revin Naufal Alief∗
Bernoulli Institute, University of

Groningen
The Netherlands
r.n.alief@rug.nl

Guy Henckens
Aveco de Bondt
The Netherlands

ghenckens@avecodebondt.nl

Alexander Lazovik
Bernoulli Institute, University of

Groningen
The Netherlands
a.lazovik@rug.nl

Dilek Düştegör
Bernoulli Institute, University of

Groningen
The Netherlands
d.dustegor@rug.nl

Victoria Degeler
Informatics Institute, University of

Amsterdam
The Netherlands
v.o.degeler@uva.nl

ABSTRACT
Urban wastewater systems are critical infrastructures whose mon-
itoring is complicated by sparse sensing, stochastic inflows, and
complex hydraulic behavior. Physics-based hydraulic models pro-
vide accurate simulations but are computationally demanding and
unsuitable for real-time operation. We adapt a graph neural net-
work surrogate model GATRes to wastewater networks and train
it on synthetic data generated from hydraulic simulations checked
against known critical locations. Our main case study is the Heus-
den wastewater network in the Netherlands, developed in collabo-
ration with the local municipality. The model achieves prediction
errors of up to 50 cm for maximum water levels in non-flooding
manholes across multiple rainfall scenarios, which aligns with the
precision expected by water domain experts, though much tighter
tolerances (0–10 cm) are expected at weir locations. To assess gen-
eralization, we further evaluate the approach on the open Shunqing
stormwater dataset from China. However, sparse-sensing training
alone does not make the model robust to biased sensor measure-
ments.We evaluate this failuremode using synthetic additive offsets
and random-walk perturbations applied to the observed sensor val-
ues. Across three random seeds, a baseline model’s error grows
erratically under increasing sensor drift, from +16% to +94% rela-
tive MAE as drift goes from none to total. Injecting synthetic drift
perturbations into a subset of sensors during training instead yields
small, consistent error growth across all three seeds (+6–8%), clos-
ing most of the gap. Results demonstrate strong overall accuracy
under sparse sensing and across unseen rainfall scenarios, while
highlighting challenges near hydraulic structures such as pumps,
weirs, and outfalls, where errors are higher but remain within ac-
ceptable ranges. These findings show that GNN surrogates can
provide scalable wastewater state estimation and, with corruption-
aware training, improve robustness under the evaluated synthetic
sensor-drift conditions.
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1 INTRODUCTION
Urban wastewater systems are essential components of smart cities
and critical infrastructures, where reliable monitoring is necessary
to reduce risks of flooding, combined sewer overflows, and infras-
tructure failure. In smart city contexts, these systems must operate
efficiently under varying demand patterns while maintaining ser-
vice reliability and environmental compliance. Yet, despite their
importance, monitoring and managing wastewater networks re-
main challenging because rainfall-derived infiltration and inflow
cause substantial wet-weather flow variation and contribute to
sewer overflows, while underground sensor deployment introduces
practical communication and coverage constraints [20]. Achieving
reliable monitoring remains difficult due to three main challenges:
(i) sensor coverage is sparse because of cost and maintenance con-
straints, (ii) inflows are highly stochastic and varywithweather, and
(iii) flow dynamics are shaped by complex hydraulic interactions
involving pumping stations, weirs, and outfalls. These challenges
make it difficult for operators to obtain a complete and timely pic-
ture of system states such as flood depths and flows, limiting their
ability to make informed decisions for infrastructure management
and emergency response.

Physics-based hydraulic models such as InfoWorks ICM (Inte-
grated Catchment Modeling) [3] or SWMM [21] are widely used
by municipalities to simulate and manage urban drainage. While
they provide accurate predictions when carefully calibrated, they
are computationally demanding and unsuitable for real-time deci-
sion support [9]. This creates a gap between the need for scalable
monitoring of wastewater networks and the practical limitations
of physics-based tools.
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Digital Twins (DTs) have been proposed as a promising para-
digm to address such challenges by coupling physical systems with
data-driven models that enable continuous monitoring, prediction,
and control [26]. However, developing DTs for urban wastewater
systems requires reliable and efficient surrogate models that can
estimate complete network states from sparse sensor observations
in real time.

Data-driven surrogate models have recently emerged as an ef-
ficient alternative. By learning from synthetic or historical data,
surrogates can provide rapid estimates of network-wide states from
limited sensor inputs [14]. Graph neural networks (GNNs) are par-
ticularly suited for this task because wastewater networks are in-
herently graph-structured, with nodes representing locations or
structures, such as manholes, storage, and outfalls, connected by hy-
draulic links such as pipes and channels. Prior studies have demon-
strated the effectiveness of GNNs in water distribution systems, but
wastewater networks present unique challenges: they are gravity-
driven, subject to stochastic inflows, and prone to overflow events.
These properties make wastewater modeling a distinct problem
that requires dedicated solutions.

In this paper, we adapt the GATRes model to urban wastewater
networks and evaluate it on data generated from hydraulic simula-
tions checked against known critical locations. This represents the
first application of GATRes to wastewater systems, extending its
proven capabilities from water distribution networks to the distinct
challenges of gravity-driven drainage systems. Our main case study
is the Heusden network in the Netherlands, developed in collabo-
ration with the local municipality. The model is further tested on
the open Shunqing stormwater dataset from Sichuan, China [28],
enabling validation across different infrastructures and contexts.

The masking-based training strategy underlying this surrogate
assumes that the available sensors provide reliable measurements.
In real deployments, this assumption may be violated in different
ways. Measurements may be missing, gradually biased by sensor
drift, or affected when a sensor measures an obstruction rather
than the true water surface. Moreover, physical changes, such as
sediment accumulation, may produce measurement patterns similar
to sensor drift. Distinguishing these causes from sensor data alone
is difficult. This study does not attempt to diagnose the cause of an
unusual measurement; instead, it evaluates how synthetic bias in
the available sensor inputs affects state estimation. Becausemessage
passing can propagate the influence of a biased input to other nodes,
a model trained only with clean sensor inputs may be vulnerable
to this noise data. Beyond coping with such corruption, identifying
that a sensor is reporting an anomalous value is itself operationally
valuable, since unusual readings often have a physical cause, such as
a developing blockage, that operators need to investigate promptly;
we return to this point in Section 8.

This article extends our SAC’26 conference paper [8]. Contribu-
tions 1–3 summarize the state-estimation framework and findings
established in the conference paper, while Contributions 4–6 are
new to this extended article.

(1) Novel Application: We present the first application of
GATRes to wastewater networks, demonstrating its adap-
tation from water distribution systems to gravity-driven

drainage systems with stochastic inflows and overflow dy-
namics.

(2) Expert-Validated Accuracy:We show that the GNN surro-
gate achieves prediction errors of up to 50 cm for maximum
water levels in non-flooding manholes across multiple rain-
fall scenarios in Heusden, a range validated by water domain
experts as operationally sufficient for decision-making in
smart city infrastructures, though much tighter tolerances
(0–10 cm) are expected at weir locations.

(3) Robust Generalization:We demonstrate that the approach
generalizes to unseen rainfall events and to an independent
stormwater network (Shunqing), highlighting robustness
across scenarios and infrastructures for practical sparse sens-
ing applications.

(4) Sensor-Drift Corruption Models: Physically-motivated
corruption models for both networks, applied on top of the
sparse-sensing masking protocol and correctly ordered with
respect to feature normalization: an additive random-walk
model for Heusden’s continuous water-level sensors and a
multiplicative model for Shunqing’s event-driven flow vari-
able (Section 4.3.1).

(5) Masking Alone Does Not Confer Drift Robustness: A
masking-only GNN surrogate’s relative error growth from
no drift to total corruption ranges from +16% to +94% across
three random seeds on Shunqing, and from +124% to +249%
across three random sensor placements on Heusden. This
range depends on incidental factors such as sensor placement
rather than on drift severity alone (Sections 5.4, 5.5).

(6) Denoising Training Closes the Gap: Exposing the same
architecture to drift during training, resampled every mini-
batch, yields a consistently small relative error growth on
both networks (+6–8% on Shunqing, +32–48% on Heusden)
and is more accurate than the baseline at every drift level
above zero (Sections 5.4, 5.5).

This work provides a validated surrogate modeling framework
for state estimation in wastewater systems. By combining simula-
tion data with graph-based learning, it contributes to the develop-
ment of smart city infrastructures and digital twins for urban water
management.

2 RELATEDWORK
Research on digital technologies for smart cities has explored di-
verse domains such as transportation, energy grids, and water distri-
bution networks, often highlighting the role of data-driven models
in enabling resilient and adaptive monitoring. Recent approaches
to improving wastewater systems as critical infrastructures can be
grouped into five main directions: (1) simplifying physics-based
simulations, (2) leveraging machine learning for predictive analyt-
ics, (3) applying graph-based deep learning to capture network-
wide dynamics, (4) integration of DTs for decision making, and
(5) improving robustness to sensor drift and noise. Together, these
approaches aim to advance smart urban wastewater infrastructures
that are both computationally feasible and operationally robust.

(1) Physics-Based Surrogates and Hybrid Models: Reducing Cal-
ibration Burden. To tackle the issue of slow and complex urban
wastewater simulations, Meirlaen et al. [15] propose mechanistic
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surrogate models – simplified yet physically consistent representa-
tions calibrated with virtual data from detailed simulations. Simpli-
fied physics-based models are already used in regions like Flanders,
Belgium. Vaes et al. [25] proposed long-term simulations using non-
linear reservoir models, calibrated against detailed hydrodynamic
models, to evaluate combined sewer overflow (CSO) impacts on
river systems. They highlight that using simpler, well-calibrated
models can be more effective than highly complex ones, especially
when the input data (like rainfall) is uncertain.

(2) Machine Learning for Rapid Process Estimation: Bridging Data
Gaps. Zhao et al. [27] propose a machine learning approach to
estimate readily biodegradable chemical oxygen demand (RB-COD)
and slowly biodegradable COD (SB-COD) in municipal wastewater
using oxidation–reduction potential (ORP) data from anoxic batch
experiments. Among six tested machine learning models, the SVR-
based AdaBoost model achieved the highest accuracy for predicting
both RB-COD and SB-COD. Likewise, Inbar et al. [12] developed
a generalizable machine learning model to predict biochemical
oxygen demand (BOD) from commonly measured water quality
parameters at 30 wastewater treatment plants in Israel. Both the
studies highlight the potential of machine learning for rapid and
dynamic control of biological wastewater treatment processes. This
approach enables automated, real-time estimation without explicit
physical modeling. Nevertheless, it lacks physical interpretability
and may underperform under system changes unless frequently
retrained.

(3) Graph-Based Deep Learning: Capturing Network Topology and
Nonlinear Dynamics. Wastewater systems, like other urban infras-
tructures, have a complex spatial structure that traditional models
often overlook. Recent efforts incorporate Graph Neural Networks
(GNNs) to model spatial and temporal dependencies across infras-
tructure components. Chen et al. [5] introduce a Dynamic Atten-
tion Graph Convolutional Network (DA-GCN) designed to enhance
early detection of sludge bulking in activated sludge treatment
processes. Similarly, Baskar et al. [4] propose a node-level capsule
graph neural network (PWWT-PEQ-NLCGNN) with the hermit
crab optimization algorithm to predict effluent chemical oxygen
demand (COD) in papermaking wastewater treatment. While this
approach captures hidden spatiotemporal patterns and enables in-
telligent fault detection, it focuses on isolated subsystems rather
than full-network modeling. While these innovations improve sin-
gle subsystems, adopting a holistic network perspective rather than
focusing on individual components has proven beneficial in water
distribution networks (WDNs). For example, Li et al. [13] present
a novel gated GNN model for real-time water quality prediction
in WDNs, addressing challenges posed by limited sensor data and
complex system dynamics. Meanwhile, Truong et al. [24] address
pressure estimation in WDNs by combining physics-based mod-
eling with GNNs, introducing a robust training strategy based on
random sensor placement to handle unexpected sensor changes.
The approach was tested on a WDN DT in Oosterbeek, Nether-
lands [7]. More recently, graph-based spatio-temporal architectures
have also been applied to forecasting problems in other infras-
tructure domains; Tchalla [23] combines dynamic graph learning
with multi-scale spatio-temporal attention for traffic forecasting,
showing the broader applicability of graph-based models.

The study highlights the promising integration of GNNs with
DTs for improved system-wide state estimation. However, current
wastewater system approaches rarely consider the overall condition
of the network, revealing an important gap for future research.

(4) Digital Twins for Water Infrastructure: Toward Graph-Based
Integration. The potential of graph-based learning methods with
DT has been shown in research from Homaei et al. [11] and Ngo
et al. [17]. Homaei et al. [11] focus on proposing an intelligent DT
platform, named CAUCCES, designed to enhance the management
of Water Distribution Systems. By integrating real-time data from
IoT sensors with various AI models such as LSTM, Prophet, Light-
GBM, and XGBoost, the platform enables accurate forecasting of
water consumption. On the other hand, Ngo et al. [17] highlight the
role of GNNs in enabling DT functionality, particularly in capturing
the structural and spatial relationships within water infrastructure.
Similarly, Roudbari et al. [22] build a GNN-based model for river-
based flood forecasting in a surface water system and develop a
simulation prototype offering visual insights for decision-making
in disaster prevention and policy-making.

(5) Robustness to Sensor Drift and Noise: Toward Reliable Deploy-
ment. A parallel line of work addresses a failure mode distinct from
missing sensors: sensors that remain in place but report values
that have drifted from ground truth due to bio-fouling, sediment
accumulation, or gradual miscalibration. Hasan et al. [10] propose
a Wasserstein GAN-based digital-twin model to detect early drift
faults in wireless sensor networks before they escalate into outright
failures. In the water-network setting specifically, Mücke et al. [16]
use generative deep learning within a probabilistic digital twin to
localize leaks from sparse, noisy pressure measurements, explicitly
propagating measurement uncertainty rather than assuming clean
sensor inputs; a follow-up study by Pandey et al. [18] extends this
framework to anomaly detection and localization across a water
distribution network digital twin. More broadly, deliberately inject-
ing noise into training inputs, so that a model learns invariance to
the corruption rather than memorizing clean data, has been shown
to improve robustness in other domains, such as image classifica-
tion [1]. These works establish that sensor degradation is a distinct
failure mode and that exposure to corrupted inputs during training
is an effective mitigation; however, none combine this with sparse-
sensing (missing-sensor) training for wastewater or stormwater
state estimation. We address this gap by jointly modeling sensor
coverage and sensor drift within a single GNN surrogate.

State estimation under uncertainty is likewise an active concern
beyond water infrastructure; Aslami et al. [2] model power system
frequency dynamics and state estimation using neural ordinary
differential equations combined with soft actor-critic control, re-
flecting a broader trend toward learned state-estimation and control
methods across cyber-physical infrastructure domains.

Collectively, these studies demonstrate that no single method suf-
fices for effectivemonitoring of wastewater infrastructures. Physics-
based surrogates reduce simulation complexity while retaining in-
terpretability, machine learning helps bridge gaps caused by sparse
sensing, and graph neural networks capture the spatial dependen-
cies critical for system-wide modeling. However, most existing
works focus either on isolated processes (e.g., treatment plants,
sludge bulking) or on clean water distribution networks, leaving
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an open opportunity for approaches that extend GNN-based meth-
ods to wastewater networks. Most existing GNN work, moreover,
assumes clean, undistorted sensor inputs, leaving a further oppor-
tunity for approaches that jointly handle sparse and noisy sensing,
which we pursue in Section 4.3.1.

3 PROPOSED PIPELINE
The overall pipeline architecture and methodology used in this
study, from dataset generation to model design and training can
be seen in Figure 1. The topology of the system (e.g., pipes, man-
holes) alongside static and dynamic parameters such as roughness,
water levels, and infiltration rates, serve as inputs to the pipeline.
These elements are fed into InfoWorks ICM (Integrated Catchment
Modeling), a comprehensive platform for urban drainage and water
network modeling [29, 30], which generates a synthetic dataset
simulating various hydraulic behaviors under different conditions.
This dataset captures diverse system states over time, which are
used as independent snapshots for spatial state estimation.

Following the simulation, the dataset is preprocessed to clean,
normalize, and format the data into graph snapshots that represent
the state of the network at different timesteps (𝑇1,𝑇2, ...,𝑇𝑛). These
snapshots are used as inputs to a GNN training module, where a
masking strategy is applied to hide certain node values (e.g., water
levels) during training. The GNN learns to infer or reconstruct the
masked values based on the known parts of the graph. The model’s
predictions are then compared to the ground truth (clear target),
and the loss is minimized iteratively. The performance is finally
evaluated through model validation, completing the pipeline for
robust and generalizable spatial state estimation in urban water
networks.

4 IMPLEMENTATION ON A USE CASE
We describe the implementation of the proposed pipeline on Heus-
den area in the Netherlands. We begin with dataset generation,
which involves hydraulic simulations using a physically realistic
urban drainage model. And also add an additional dataset from [28]
which is a Shunqing area in China generated from SWMM for
additional experiment. The resulting synthetic data is then pre-
processed and structured into graph snapshots suitable for GNN.
Finally, we describe the GNN architecture used for water level esti-
mation, discussing its input format, network structure, and training
methodology, including the sensor-drift noise injection introduced
in this paper.

4.1 Dataset
4.1.1 Heusden

For the first dataset, this paper tried to create a synthetic yet
realistic dataset that captures the dynamic behavior of a wastewa-
ter system under varying conditions, enabling robust training and
evaluation of GNN models for water level sensor data estimation
using InfoWorks ICM. The wastewater network model is based on
the infrastructure from the Heusden municipality in the Nether-
lands, including key elements such as outfalls, manholes, pipes,
and pumping stations. The model captures the structural and spa-
tial complexity of a real-world urban drainage system, making it

Table 1: Structural details of the network within Heusden,
the Netherlands.

Nodes Links

Entities Amount Entities Amount

Manholes 873 Pipes 928
Channels 14

Storages 9 Orifices 1
Pumps 13

Outfalls 12 Weirs 11
Flap Valves 1

Total Nodes 894 Total Links 968

a suitable basis for testing data-driven estimation methods. The
structural details of the network are summarized in Table 1.

To ensure the dataset captured a wide range of system responses,
we simulated multiple rainfall events following classifications from
the Dutch technical guidelines, specifically Rainfall Events #01 to
#10 [19]. These events vary in intensity and duration, allowing us
to assess model performance under different hydraulic loading con-
ditions. Additionally, we varied several parameters commonly used
in hydraulic model calibration tasks, as listed in Table 2, following
guidance from [6]. Other parameters, such as pipe diameters, slopes,
and network connectivity, were configured in consultation with
domain experts in water engineering.

The simulated outputs consist of water level values at various
nodes, which serve as the target variables for our state estima-
tion model. Data were recorded at 5-minute intervals to capture
short-term variations in water levels. Through the variety of rain-
fall events, the dataset includes both normal and extreme system
conditions, providing a comprehensive foundation for training and
evaluation.

Although the simulations produce time series data, each timestep
is treated as an independent system state for model training: the
model receives no explicit information from previous timesteps,
and each snapshot is presented to the GNN as a standalone graph
state. Using different rainfall events and the parameter variations
listed in Table 2, we generated a total of 255 unique InfoWorks ICM
simulation scenarios, resulting in 19,320 different snapshots.

To evaluate generalization across hydraulic scenarios, we split
the dataset by rainfall event (“bui”) index, ensuring each event
is assigned exclusively to either training (9,660 states), validation
(3,864 states), or testing (5,796 states) without any snapshot overlap.

Each rainfall scenario (Bui#01–Bui#10) represents a design rain
event characterized by a specific return period, which indicates
how often an event of that intensity is expected to occur. Based on
standard hydrological classifications [19], we assign the following
intensity categories:

• Low intensity: Bui#01–Bui#04 (0.25–0.5 year return period)
• Medium intensity: Bui#05–Bui#06 (1 year)
• High intensity: Bui#07–Bui#08 (2 years)
• Extreme intensity: Bui#09–Bui#10 (5 and 10 years)

Using this classification, we define our data split as follows:
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Figure 1: Proposed pipeline of GNN-based state estimation for urban wastewater digital twin.

Table 2: Possible parameter values.

Parameters Values

Bottom Roughness Ranged between 2.0 mm and 8.0 mm
Top Roughness Ranged between 2.0 mm and 8.0 mm

Discharge Coefficient Ranged between 0.2 and 2.0
Initial Infiltration Ranged between 2 mm/h and 20 mm/h

• Training: Bui#01 (low), Bui#03 (low), Bui#05 (medium),
Bui#07 (high), Bui#09 (extreme)

• Validation: Bui#04 (low), Bui#06 (medium)
• Testing: Bui#02 (low), Bui#08 (high), Bui#10 (extreme)

This split provides a balanced representation of rainfall intensities
across all subsets while maintaining strict separation between sce-
narios, allowing us to test howwell the model generalizes to unseen
hydraulic conditions.

4.1.2 Shunqing
A stormwater network from Shunqing, Sichuan Province, China [28]
is used as an additional case study to evaluate the hydraulic esti-
mation performance of the surrogate models. The Shunqing model,
developed in SWMM, serves as the physics-based reference and
consists of 105 manholes, 8 outfalls, and 131 conduits. The dataset
contains 148 rainfall-event records with durations ranging from 6
to 24 hours. These events were used as rainfall inputs to SWMM,
and the resulting simulated hydraulic states serve as labels in this
study.

4.2 Pre-processing
The raw simulation outputs from InfoWorks (Heusden) and SWMM
(Shunqing) are converted into graph snapshots suitable for GNN
training. Each row in the simulation output corresponds to the

hydraulic state of a network element at a given timestep. Two
preprocessing steps are applied before feeding the data to the model.

Outfall completion. For the Heusden dataset, InfoWorks does not
compute valid values for the water level at outfall nodes, which
appear as NaN or negative entries. To avoid disconnecting parts of
the graph, missing values are completed using a 𝑘-nearest-neighbor
(𝑘 = 5) imputation based on nearby nodes, and a binary mask is
retained to mark imputed entries. The Shunqing dataset, in contrast,
provides complete hydraulic states directly from SWMM simula-
tions and does not require this step.

Feature normalization. For Heusden, the main target variable is
flood depth, which accounts for terrain elevation and is therefore
more meaningful than absolute water levels. It is computed as:

FloodDepth(𝑡) = Level(𝑡) − FloodLevel. (1)

For Shunqing, the target variable is cumulative flood volume as
provided in the dataset. For both datasets, values are standardized
to zero mean and unit variance using statistics from the training
split only, which are reused during validation and testing to avoid
leakage.

4.3 Methodology
This study adapts the GATRes model [24], originally developed
for water distribution networks, to wastewater and stormwater sys-
tems. We use GATRes as a surrogate learning framework without
modifying its architecture, focusing on its applicability to heteroge-
neous urban drainage systems. For architectural details, we refer
readers to the original paper.

Graph representation. Each network is represented as a directed
graph𝐺 = (𝑉 , 𝐸), where nodes correspond to manholes, storage, or
outfalls, and edges to physical links such as pipes or channels. Node
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values represent observed or unobserved hydraulic states (flood
depth for Heusden, cumulative volume for Shunqing).

Learning setup and masking. To emulate sparse sensing, a fixed
subset of nodesVobs ⊂ 𝑉 is designated as sensors, and their values
are provided as input. The model is trained to predict the states of
all other nodes 𝑣 𝑗 ∈ 𝑉 \Vobs. A fixed masking strategy ensures con-
sistency across timesteps within each scenario. Training minimizes
the mean absolute error between predicted and simulated values.

This setup allows us to test the transferability of a GNN surrogate
across different datasets, simulation frameworks, and performance
targets, while evaluating its robustness under sparse sensing con-
ditions. In this paper, we extend it to also evaluate and improve
robustness under noisy sensing, described next.

4.3.1 Sensor-Drift Noise Injection
The masking protocol above emulates sparse coverage: some nodes
have no sensor and their values must therefore be inferred from
the available observations and graph structure. This setup does
not represent a distinct failure mode in which a sensor remains
available but gradually reports biased measurements. Such drift
can arise from sensor ageing, fouling, sediment accumulation, or
calibration changes. Since the hydraulic simulation data used for
training are clean by construction, a model trained only with mask-
ing is never explicitly exposed to corrupted sensor readings. We
therefore extend the sparse-sensing pipeline with dataset-specific
drift models and use them both to quantify sensitivity to corrupted
observations and to train a corruption-aware variant of the same
GATRes architecture.

Figure 2 summarizes the training and evaluation procedure used
for the sensor-drift robustness study. The original clean-training
pipeline is compared with a corruption-aware training strategy
in which 50% of the observed sensor inputs are corrupted during
training. Both models retain the same GATRes architecture and
hidden-node estimation objective. After training, the clean and
corruption-aware models are evaluated under the same test-time
drift protocol by progressively increasing the fraction of corrupted
observed sensors and comparing the resulting MAE and relative
MAE growth on the hidden nodes.

Heusden corruption model. For Heusden, the estimated variable
is flood depth and sensor drift is represented as a time-varying addi-
tive offset. For a corrupted observed sensor 𝑖 , the input is modified
as

𝑥𝑖 (𝑡) = 𝑥𝑖 (𝑡) + 𝛽0,𝑖 + 𝐵𝑖 (𝑡), (2)
where 𝑥𝑖 (𝑡) is the clean simulated flood-depth value, 𝛽0,𝑖 is a sensor-
specific initial bias, and 𝐵𝑖 (𝑡) is a cumulative random-walk compo-
nent. The temporal component is defined as

𝐵𝑖 (0) = 0, 𝐵𝑖 (𝑡) = 𝐵𝑖 (𝑡 − 1) + 𝜖𝑖 (𝑡), 𝜖𝑖 (𝑡) ∼ N (0, 𝜎2
𝐵) . (3)

The initial offset is sampled within 𝛽0,𝑖 ∈ [−𝛽max, 𝛽max], with
𝛽max = 0.25 m, while the random-walk increment standard devi-
ation is fixed to 𝜎𝐵 = 0.01 m per five-minute timestep. The cor-
ruption is applied only to the observed sensor subset Vobs. Values
at hidden nodes Vunobs remain masked exactly as in the original
sparse-sensing setup, and the regression targets are never corrupted.
The offset is introduced in physical flood-depth units before ap-
plying the same normalization statistics derived from the training

split. These synthetic perturbations represent measurement bias
that already exists during a rainfall event. They do not simulate the
long-term physical development of sensor drift.

The additive formulation represents the effect of a biased sensor
reading, while the random-walk component introduces variation
in that bias over consecutive timesteps. Wastewater sensor-fault
studies have similarly represented drift as an increasing additive de-
viation from the normal measurement, while random-walk formula-
tions provide a stochastic model for gradual sensor drift. Although
the random-walk corruption changed across consecutive timesteps,
each resulting corrupted snapshot is processed independently by
the GatRes model.

Shunqing corruption model. Shunqing’s target variable is a dis-
crete, event-driven flood volume that is exactly zero during dry
weather; an additive noise model would introduce non-physical
volume during these periods. We therefore use a multiplicative
corruption that vanishes wherever the true reading is zero:

𝑥𝑖 (𝑡) = 𝑥𝑖 (𝑡) · (1 + 𝛾𝑖 ), 𝛾𝑖 ∼ U(−𝛾max, 𝛾max) (4)

with 𝛾max = 0.25, drawn independently per corrupted node. Cor-
ruption is restricted to the visible sensor subsetVobs and applied in
raw, pre-normalization feature space: because the StandardScaler
transform 𝑧 = (𝑥 − 𝜇)/𝜎 does not commute with multiplicative
drift unless 𝜇 = 0, drift must be injected before normalization to
remain physically meaningful. A random fraction 𝑝drift ofVobs is
corrupted per sample; the remaining sensors, and all of Vunobs, are
left untouched, so the model has access to a mix of trustworthy and
corrupted readings from which to learn.

Experimental design. The same high-level robustness experiment
is applied to both the Heusden and Shunqing case studies. In each
dataset, we compare two training conditions under 70% masking
(30% sensor coverage):

• Clean baseline. The model is trained using the original
sparse-sensing masking protocol without sensor-drift aug-
mentation. At test time, sensor drift is introduced into a
fraction of the observed sensor inputs to quantify the vul-
nerability of a model that has only been exposed to clean
observations during training.

• Corruption-aware training. The same GATRes architec-
ture is trained on the same state-estimation task, but sensor
drift is injected into 𝑝drift,train = 0.5 of the observed sensor
inputs during training. A fresh corruption realization is sam-
pled for every mini-batch so that the model is exposed to
varying corrupted sensor subsets and drift values rather than
a single fixed corruption pattern.

For each dataset, the Clean and corruption-aware models use the
same GATRes architecture, feature normalization, sensor-coverage
setting, and dataset partitioning used for that case study. The
corruption-aware model does not explicitly reconstruct or cor-
rect the corrupted sensor readings. Instead, it learns the original
hidden-node state-estimation task while part of the available sensor
information is unreliable.

The training fraction 𝑝drift,train = 0.5 is used as a fixed intermedi-
ate corruption condition rather than an optimized hyperparameter.
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Figure 2: Training and evaluation pipeline for the sensor-drift robustness exploration.

The purpose is to investigate whether exposure to a moderate frac-
tion of corrupted sensors during training improves robustness when
the fraction of drifting sensors changes at test time.

Test-time corruption protocol. For both datasets, the fraction of
observed sensors affected by drift is evaluated at

𝑝drift ∈ {0, 0.3, 0.5, 0.7, 1.0}. (5)

Here, 𝑝drift represents the fraction of the available sensors whose
measurements are corrupted, rather than the magnitude of the
corruption itself. The corruption magnitude is controlled separately
by the dataset-specific drift parameters defined above.

Both case studies are evaluated using three independently gen-
erated random sensor placements to reduce dependence on a single
sensor configuration. Performance is measured only on the unob-
served nodes Vunobs, i.e., the nodes whose states must be recon-
structed from the available sensor observations and graph structure.

The dataset-specific evaluation setup follows the corresponding
data organization of each case study. For Heusden, the 70% masking
configuration contains 268 observed and 625 unobserved nodes,
and robustness is evaluated on the held-out rainfall events Bui#02,
Bui#08, and Bui#10, with ten corruption realizations for each test
corruption fraction. The Heusden drift additionally evolves over
consecutive timesteps through the random-walk term in Eq. 3. For
Shunqing, the same Clean-versus-corruption-aware comparison
and 𝑝drift sweep are evaluated using the Shunqing data partition
described previously and the multiplicative corruption model in
Eq. 4.

5 RESULTS
This section presents the evaluation of the proposed GNN surro-
gate, with the Heusden wastewater network as the primary case
study and the Shunqing stormwater dataset as an external valida-
tion benchmark. The analysis focuses on the Heusden network’s

spatial error patterns, temporal dynamics, and operational perfor-
mance, followed by validation results from the Shunqing dataset to
demonstrate cross-infrastructure generalization.

5.1 Performance on the Heusden Network
The Heusden case study represents a realistic Dutch urban drainage
network developed in collaboration with the local municipality.
Across the evaluated rainfall scenarios, the magnitude of the es-
timation error varies across nodes and hydraulic conditions: at
non-flooding manholes, estimation errors for maximum water lev-
els reach up to 50 cm, a range validated by domain experts as
operationally sufficient for decision-making in smart city infras-
tructures, whereas much tighter tolerances (0–10 cm) are expected
at weir locations, where larger deviations typically indicate back-
flow effects or local losses rather than acceptable estimation noise.
Figure 3 reports the spatial distribution of node-level MAE under
30% sensor coverage.

The spatial analysis reveals distinct error patterns across the
network. Figure 3 shows the spatial distribution of MAE under 30%
sensor coverage (268 sensors out of 894 nodes). Most nodes dis-
play low estimation error, indicating effective spatial interpolation
capabilities of the graph-based approach. Higher MAE values are
concentrated near hydraulic control structures (pumps, weirs) and
at outfalls, where nonlinear behavior and strong dependence on
upstream flows create estimation challenges. These localized errors
indicate that performance should be interpreted according to loca-
tion and hydraulic condition, particularly near control structures,
outfalls, and flooding nodes.

5.2 Node-level Dynamics in Heusden
The temporal analysis examines how well the surrogate captures
flood wave propagation and peak dynamics across the network.
Figure 4 compares GNN predictions with InfoWorks simulations
at two representative nodes, revealing the model’s ability to track
both routine and extreme hydraulic conditions.
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Figure 3: Spatial distribution of MAE across the Heusden network under 30% sensor coverage.

At Node 335242 (panel a), the model captures both rising and
falling limbs of the hydrograph, reproducing multi-peak structures
and confirming its ability to track flood wave propagation through
the network topology. At Node 335169 (panel b), the surrogate
follows the overall pattern but underestimates sharp peaks, indi-
cating sensitivity to highly dynamic conditions that require addi-
tional training diversity. These results demonstrate the strengths
of graph-based learning in capturing spatiotemporal propagation
while highlighting areas for improvement in extreme event predic-
tion.

5.3 External Validation on the Shunqing
Network

To evaluate cross-infrastructure generalization, the surrogate was
applied to the Shunqing stormwater dataset from Sichuan Province,
China. This external validation serves to confirm that the approach
is not limited to the Heusden network or InfoWorks simulation
framework. Unlike Heusden, which emphasizes flood depth in a
large gravity-driven system, Shunqing focuses on cumulative flood
volumes in a smaller stormwater network developed using SWMM.

Table 3 reports predictive performance under the 70% masking
setup (only 30% of sensors available). The surrogate achieves a mean
absolute error of 0.453 m3 with RMSE of 2.145 m3, demonstrating
robust estimation accuracy even under severe sensor scarcity.

Figure 5 shows the evolution of MAE as a function of sensor
coverage (10–40%). The best performance occurs at 30% sensor
availability (70% masking), consistent with the Heusden findings.
Figure 6 complements this with the spatial distribution of node-level
MAE under the same configuration, revealing that errors are well-
contained across the network despite limited sensing. These results

Figure 4: Comparison between GNN predictions and In-
foWorks simulations in Heusden at (a) Node 335242 and (b)
Node 335169.

demonstrate that the same surrogate pipeline can be instantiated on
a distinct network and simulation framework with strong accuracy
under sparse sensing. This replication across datasets indicates
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Figure 5: Impact of sensor coverage onMAE for the Shunqing
network. Best performance at 30% sensor availability (70%
masking).

portability of the approach and supports its use in varied urban
drainage contexts.

Table 3: Performance of GATRes on the Shunqing dataset
(70% masking).

Sensor Availability MAE (m3) RMSE (m3)

30% (70% masking) 0.453 2.145

To contextualize these values, the Shunqing dataset exhibits
flood volumes ranging from 0 to 164.36 m3, with a mean of 20.48 m3

and median of 14.41 m3. Out of 10.5 million simulation records, 21%
correspond to non-zero flooding events (2.2 million points). Under
70% masking, the MAE of 0.453 m3 corresponds to approximately
2.2% of the mean flood volume, while even at 90% masking the MAE
remains below 3%. This indicates that errors are small relative to
the typical scale of flood volumes, reinforcing the robustness of the
surrogate under sparse sensing conditions.

5.4 Heusden: Robustness to Sensor Drift
Table 4 reports the MAE on Vunobs as the fraction of corrupted
observed sensors increases, for both the clean-trained Baseline and
the corruption-aware Denoising model. Results are reported as
mean ± standard deviation over 𝑁 = 3 random sensor placements,
after aggregating performance across the held-out rainfall events
Bui#02, Bui#08, and Bui#10.

Under the clean condition (𝑝drift = 0), the Baseline achieves
a slightly lower MAE than the Denoising model (0.068 m versus
0.077 m): a small nominal-accuracy cost from corruption-aware
training when all available sensor measurements are reliable. This
behavior changes once sensor drift is introduced. At 𝑝drift = 0.3,
the Baseline MAE increases to 0.112 m, while the Denoising model
remains at 0.084 m. The difference continues to increase as a larger
fraction of sensors becomes corrupted. When all observed sensors

Figure 6: Node-level MAE distribution in Shunqing under
70% masking (30% sensors available).

Table 4: MAE (m) on hidden nodes under sensor drift, Heus-
den, 30% sensor coverage. 𝑁 = 3 random sensor placements.

𝑝drift (corruption fraction) Baseline Denoising

0% (none) 0.068 ± 0.019 0.077 ± 0.025
30% 0.112 ± 0.014 0.084 ± 0.025
50% 0.137 ± 0.013 0.090 ± 0.027
70% 0.156 ± 0.012 0.096 ± 0.027

100% (all) 0.181 ± 0.011 0.104 ± 0.028

are affected by drift, the Baseline reaches an MAE of 0.181 m, com-
pared with 0.104 m for the Denoising model, a 42% lower absolute
MAE.

Figure 7 shows the same trend across the complete corruption-
fraction sweep. The Baseline error increases sharply as more ob-
served sensors become unreliable, while the Denoising model’s
increase is much flatter. The uncertainty bands show that absolute
performance depends on the particular random sensor placement,
especially for the Denoising model.

Because absolute MAE is influenced by the nominal accuracy
of each sensor placement, we additionally examine the relative
MAE growth with respect to each model and placement’s own
𝑝drift = 0 condition. This isolates the sensitivity to sensor corruption
from differences in the initial clean-condition error. Table 5 reports
the relative growth at full corruption for the three random sensor
placements.
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Figure 7: Absolute MAE on hidden nodes in Heusden as the
fraction of corrupted observed sensors increases. Values are
aggregated across the held-out rainfall events Bui#02, Bui#08,
and Bui#10 and shown as mean ± standard deviation over
three random sensor placements.

Table 5: Relative MAE growth from 𝑝drift = 0 to 𝑝drift = 1.0 for
each random sensor placement in Heusden.

Model Placement s1 Placement s2 Placement s3

Baseline +158.6% +249.0% +124.1%
Denoising +48.3% +31.8% +34.3%

Figure 8 shows the relative MAE growth over the complete test
sweep for each placement. The Baseline is consistently sensitive to
sensor drift, although the magnitude of degradation varies widely
across placements. At full corruption, its relative MAE growth
ranges from approximately 124% to 249%. In contrast, the Denoising
model shows markedly flatter and more closely grouped degrada-
tion curves, with full-corruption growth of approximately 32–48%.
Thus, even the most drift-sensitive Denoising placement degrades
considerably less than the least sensitive Baseline placement.

When relative growth is aggregated across the three placements,
the same distinction remains clear. At full corruption, the Baseline
increases by 177.2 ± 64.5% relative to its own clean-condition per-
formance, while the Denoising model increases by only 38.1± 8.9%.
The smaller relative growth and lower variation across placements
show that corruption-aware training reduces the average sensitiv-
ity to sensor drift and makes the model’s response less dependent
on the particular random sensor configuration.

Overall, the Heusden results reveal a trade-off between nominal
accuracy and robustness. Corruption-aware training introduces a
small increase in MAE when no sensor drift is present, but provides
a large advantage as soon as part of the observed sensor set becomes
corrupted. This benefit is already visible at 𝑝drift = 0.3 and persists
up to complete corruption, showing that exposure to unreliable
sensor inputs during training improves GATRes robustness across
random sensor placements and held-out rainfall conditions.

Figure 8: Relative MAE growth in Heusden for each random
sensor placement, normalized to the corresponding model
and placement’s own 𝑝drift = 0 performance.

Table 6: MAE (m3) on hidden nodes under sensor drift, Shun-
qing, 30% sensor coverage. 𝑁 = 3 seeds.

𝑝drift (corruption fraction) Baseline Denoising

0% (none) 1.305 ± 0.955 1.294 ± 0.767
30% 1.461 ± 0.942 1.321 ± 0.781
50% 1.565 ± 0.930 1.340 ± 0.790
70% 1.667 ± 0.917 1.358 ± 0.799

100% (all) 1.806 ± 0.895 1.382 ± 0.810

Table 7: Relative MAE growth from 𝑝drift = 0 to 𝑝drift = 1.0,
per seed.

Model Seed 42 Seed 43 Seed 44

Baseline +79.0% +93.7% +15.7%
Denoising +8.2% +7.2% +6.3%

5.5 Shunqing: Robustness to Sensor Drift
Table 6 reports MAE on Vunobs as the corruption fraction 𝑝drift
increases, for both the clean-trained baseline and the denoising-
trained model of Section 4.3.1 (mean ± std over 𝑁 = 3 random
seeds).

The absolute std values above are large relative to the mean,
driven almost entirely by one of the three seeds whose clean-
condition accuracy was already much worse than the other two
(test R2 of 0.67 versus 0.95–0.97), most likely due to which ran-
dom sensor placement that seed happened to draw, consistent with
the sensitivity to sensor placement noted for this network in our
SAC ’26 paper’s masking evaluation. Because seed-to-seed vari-
ance in absolute accuracy is large, the relative error growth from
𝑝drift = 0 to 𝑝drift = 1.0 is more informative and is reported per seed
in Table 7.

Figures 9 and 10 visualize both views. Figure 9 shows the ab-
solute MAE trend (mean ± std band) for each model; the wide,
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Figure 9: Shunqing sensor-drift robustness, 𝑁 = 3 seeds: ab-
solute MAE on Vunobs, mean ± std.

Figure 10: Shunqing sensor-drift robustness, 𝑁 = 3 seeds:
relative MAE growth per seed, normalized to that seed’s own
𝑝drift = 0 value. Baseline lines fan out erratically; denoising
lines stay tightly clustered.

overlapping bands reflect the same large seed-to-seed variance in
absolute accuracy discussed above, not noise in the measurement.
Figure 10 isolates the relative-growth comparison per seed. The
three baseline lines fan out sharply and inconsistently, while the
three denoising lines stay tightly clustered near zero across the
entire drift range.

The baseline model, which never observed corrupted sensors dur-
ing training, degrades sharply as the corruption fraction increases
in two of the three seeds (+79–94% relative MAE from 𝑝drift = 0 to
𝑝drift = 1.0). This confirms that message passing propagates sensor
corruption outward to unobserved nodes when left unaddressed.
The third seed shows smaller relative growth (+15.7%), but only
because that run’s clean-condition accuracy was already poor: its
absolute MAE stays worse than the denoising model’s at every
drift level, including 𝑝drift = 0, leaving less room for it to degrade
further in relative terms. The denoising-trained model behaves dif-
ferently and more consistently. Its relative MAE growth stays small

Table 8: Relative MAE growth at 𝑝drift = 1.0 across drift sever-
ities, per seed.

Model 𝛾max Seed 42 Seed 43 Seed 44

Baseline
0.10 +20.5% +20.3% +3.8%
0.25 +79.0% +93.7% +15.7%
0.50 +213.0% +256.3% +42.5%

Denoising
0.10 +1.3% +1.0% +1.1%
0.25 +8.2% +7.2% +6.3%
0.50 +43.7% +46.0% +23.9%

across all three seeds (+6.3% to +8.2%), a far tighter range than the
baseline’s. At 𝑝drift = 0, the denoising model is comparable to or
better than the baseline depending on seed, so there is no consis-
tent accuracy cost from training under augmented noise for this
network, and it is more accurate at high corruption levels in every
seed tested. Exposing the network to sensor drift during training,
rather than only to missing sensors, does more than reduce aver-
age degradation under drift. It makes the model’s response to drift
reliable across independent training runs, where the undefended
baseline’s response is erratic and depends heavily on incidental
factors such as sensor placement.

Drift severity sweep. The results above fix the corruption bound
at 𝛾max = 0.25 (Section 4.3.1). Table 8 additionally sweeps 𝛾max ∈
{0.10, 0.25, 0.50} (mild, default, severe multiplicative drift) at 𝑝drift =
1.0 (all sensors corrupted, the worst-case coverage), reusing the
same checkpoints. The pattern holds at every severity level: at
mild drift (𝛾max = 0.10), the denoising model is essentially unaf-
fected (+1.0–1.3% across all three seeds) while the baseline already
shows meaningful, uneven degradation (+3.8–20.5%); at severe drift
(𝛾max = 0.50), both models degrade far more, but the baseline’s
worst seeds (+213%, +256%) are an order of magnitude beyond the
denoising model’s worst case (+46%). The two models’ relative
growth converges somewhat at this extreme. Denoising training is
not a substitute for bounding how corrupted a sensor can plausibly
become, but the consistency advantage persists throughout the
tested range.

6 DISCUSSION
The experiments highlight the value of graph neural networks as
surrogates for wastewater digital twins. Five key themes emerge:
calibration and learning challenges, behavior under extreme versus
routine conditions, generalization across networks, robustness to
sensor drift, and broader implications for smart infrastructures.

6.1 Implications for Calibration and Learning
The Heusden results reveal important insights for calibration and
learning in wastewater digital twins. Estimation accuracy is not
uniform across the network, with errors clustering near pumps,
weirs, and outfalls. This pattern may reflect localized nonlinear
hydraulic dynamics near pumps, weirs, and outfalls, combined with
limited observational information from the surrounding sensors.
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The spatial error distribution suggests that calibration strategies for
wastewater DTs should explicitly incorporate hydraulic structures
and flow paths when retraining or adapting models, potentially
requiring weighted loss functions or targeted training data aug-
mentation near critical infrastructure elements.

The learning process benefits from the graph structure’s ability
to propagate information across the network topology. However,
the concentration of errors near control structures indicates that the
current approach may need additional training diversity or special-
ized attention mechanisms to better capture the nonlinear behavior
at these locations. Future work could explore adaptive masking
strategies that provide more training exposure to challenging net-
work regions. In addition, extending GATRes to a heterogeneous
variant that explicitly models different node and edge types (e.g.,
pumps, weirs, outfalls versus conduits and manholes) could fur-
ther improve estimation accuracy by incorporating the distinct
hydraulic roles of these components.

Equally important, the ability to produce reliable estimates with
only 30% sensor coverage illustrates the surrogate’s value as a
virtual sensing mechanism. This capability supports cost-efficient
monitoring strategies, where installing dense sensor networks is
often infeasible for municipalities managing large wastewater in-
frastructures.

6.2 Performance under Extreme and Routine
Conditions

The analysis reveals distinct performance characteristics under
different operational conditions. From an operational perspective,
peak conditions are critical for emergency response and flood man-
agement. The surrogate successfully captures flood wave timing
and general propagation patterns, but amplitude errors remain
during sharp transitions, particularly at nodes with complex hy-
draulic behavior. These limitations point to the need for training
on a wider variety of rainfall scenarios, particularly extreme events
with rapid intensity changes that challenge the model’s ability to
capture nonlinear dynamics.

Under routine conditions, the surrogate delivers consistent and
stable estimates, supporting applications in daily monitoring and
operational decision-making. The temporal analysis shows that
the model effectively tracks gradual changes in water levels and
maintains accuracy during normal flow conditions. This stability is
crucial for continuous monitoring applications where false alarms
or missed detections could lead to unnecessary operational inter-
ventions or missed maintenance opportunities.

The contrast between routine and extreme performance high-
lights a key trade-off in surrogate modeling: while the approach
excels at capturing typical system behavior, it requires additional
training diversity to handle the full spectrum of operational condi-
tions. This suggests that future implementations should prioritize
comprehensive scenario coverage during training, including both
frequent low-intensity events and rare high-intensity storms.

6.3 Generalization across Networks and
Frameworks

The Shunqing case study provides complementary validation of the
proposed surrogate framework across different network scales and

simulation environments. After demonstrating strong performance
on the Heusdenwastewater system, the same pipeline was retrained
and applied to the Shunqing stormwater network, which differs
substantially in topology, scale, and target variables. Despite these
differences, the model maintained reliable accuracy under sparse
sensing, indicating that the graph-based learning approach captures
transferable hydraulic patterns relevant across infrastructures.

The application to both InfoWorks ICM (Heusden) and SWMM
(Shunqing) highlights the adaptability of the framework to differ-
ent simulation tools, an important property for practical deploy-
ment given the diversity of modeling practices used by municipali-
ties worldwide. This flexibility suggests that the approach can be
adopted in varied contexts, supporting real-time monitoring in both
large, complex drainage systems and smaller stormwater networks.

Importantly, this cross-network result should be interpreted as
framework portability rather than zero-shot model transfer. The
GATRes model is retrained for each network using its correspond-
ing graph structure, simulated data, and target variable. The trans-
ferable element is therefore the overall state-estimation pipeline
and sparse-sensing formulation rather than a single trained model
shared across infrastructures. This distinction is relevant for practi-
cal deployment, where network-specific adaptation is still expected
even when the same modeling methodology is reused.

At the same time, the results emphasize that dataset-specific pre-
processing remains necessary, particularly when switching between
different target variables (flood depth in Heusden versus cumulative
volume in Shunqing). Future work should explore transfer learning
strategies that reduce the reliance on manual adjustments while
preserving robustness across infrastructures.

6.4 Robustness to Sensor Drift
Robustness to missing sensors does not carry over to robustness
against corrupted sensors. A masking-only surrogate has no reason
to distinguish a corrupted reading from a clean one, because every
sensor value it sees during training is correct by construction. In-
jecting drift during training gives the network both trustworthy
and corrupted inputs to weigh differently, and Sections 5.4 and 5.5
show this in two networks with different drift models and different
target variables.

The two networks differ in where the benefit appears. On Shun-
qing, denoising training costs nothing at zero drift: the denoising
model is comparable to or better than the baseline depending on
seed. On Heusden, denoising training costs a small amount of accu-
racy at zero drift, 0.077 m versus 0.068 m (Table 4), a 13% increase
in MAE when every sensor is trustworthy. That cost disappears
quickly: by 𝑝drift = 0.3, the denoising model already beats the base-
line on Heusden, 0.084 m versus 0.112 m, and the gap widens at
every higher drift level.

Both networks show the same pattern in the spread across sensor
placements. OnHeusden, baseline relative error growth ranges from
124% to 249% across three placements; denoising training brings this
down to 32–48%. On Shunqing, baseline growth ranges from 16%
to 94%; denoising training brings this down to 6–8%. An operator
installing sensors on a new network cannot know in advance which
placement they will end up with. A model whose drift response
depends heavily on that placement has field behavior that cannot
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be predicted before deployment. Denoising training narrows that
dependence on both networks, under an additive random-walk drift
model for Heusden and a multiplicative drift model for Shunqing,
and for two different target variables (flood depth versus cumulative
volume).

6.5 Broader Impact for Smart Cities and Critical
Infrastructures

By bridging detailed physics-based simulations with graph-based
learning, the surrogate provides a scalable and adaptive monitoring
tool for smart city infrastructures. In the Heusden case, it enables re-
liable state estimation without relying exclusively on computation-
ally demanding hydraulic models, thereby supporting cost-effective
and responsive infrastructure management.

The approach directly addresses three key challenges in urban
wastewater management: limited sensor coverage, the computa-
tional cost of detailed hydraulic modeling, and the need for scalable
methods that can be adapted to different infrastructures. By produc-
ing accurate network-wide estimates from sparse sensor inputs, the
surrogate offers a cost-efficient alternative to dense instrumentation
or continuous physics-based simulations. This makes it particularly
valuable for municipalities operating under budget constraints or
with legacy monitoring systems. The sensor-drift results further
show that this reliability can be preserved even as real sensors
degrade over their operational lifetime, an essential property for
any surrogate intended for continuous, unattended deployment
rather than one-off evaluation on clean simulation data.

The validation across two distinct case studies, Heusden and
Shunqing, reinforces the broader potential of this approach. By
demonstrating consistent performance in networks of different
scales and simulation frameworks, the surrogate contributes to the
development of resilient and adaptive wastewater management
strategies, advancing the agenda of smart cities and critical infras-
tructures.

7 CONCLUSION
This study demonstrates the potential of graph neural networks as
surrogates for wastewater monitoring within digital twin ecosys-
tems. Using the Heusden wastewater network as the main case
study, the surrogate achieved expert-validated accuracy (errors
of up to 50 cm for maximum water levels at non-flooding man-
holes, with much tighter tolerances of 0–10 cm expected at weir
locations) under sparse sensing conditions. Validation on the Shun-
qing stormwater dataset confirmed its transferability to different
infrastructures and modeling frameworks.

By enabling accurate, scalable, and cost-effective state estima-
tion, this work contributes to the development of smart, resilient
urban drainage systems. Graph-based surrogates can play a central
role in the broader agenda of smart cities and critical infrastruc-
tures, bridging the gap between detailed hydraulic simulations and
practical real-time monitoring.

Beyond missing sensors, a GNN surrogate trained only for sparse
sensor coverage does not generalize reliably to corrupted sensing,
on either network. On Shunqing, across three random seeds, relative
error growth at unobserved nodes ranges from 16% to 94% as sensor
drift increases from none to total. On Heusden, across three random

sensor placements, relative error growth ranges from 124% to 249%.
In both cases this range depends on incidental factors such as sensor
placement rather than on the severity of the drift itself.

Training with the same physically-motivated drift model in-
jected on every batch closes most of this gap on both networks. On
Shunqing, relative error growth falls to 6–8% across all three seeds.
On Heusden, it falls to 32–48% across three placements, and the
denoising model is more accurate than the baseline at every drift
level above zero. The one difference between the two networks is at
zero drift: denoising training costs nothing on Shunqing but costs
a small amount of accuracy on Heusden, 0.077 m versus 0.068 m.
On both networks, denoising training is more accurate than the
undefended baseline once any drift is present, and its response
to drift is consistent across independent training runs where the
baseline’s is not.

8 LIMITATIONS AND FUTUREWORK
This study demonstrates the potential of graph neural networks as
surrogate models for wastewater monitoring, but several aspects
offer opportunities for further development.

• Synthetic data. The evaluation relied on data generated
from hydraulic simulations checked against known critical
locations, rather than a fully calibrated model, which pro-
vide a controlled test environment. Future work will extend
the approach to real sensor data to assess robustness under
operational uncertainties and noise.

• Synthetic sensor corruption. The experiments model the
effects of existing sensor bias, rather than the long-term
process through which drift develops. Future work should
evaluate naturally occurring drift using continuous opera-
tional sensor records.

• Fault detection and diagnosis.This study evaluateswhether
the surrogate remains accurate under biased sensor inputs,
but it does not detect corrupted sensors or determine the
cause of unusual measurements. Future work should investi-
gate how to distinguish sensor faults from genuine hydraulic
changes, such as sediment accumulation or developing block-
ages.

• Temporal modeling. The current setup treats system states
as independent snapshots. Incorporating temporal informa-
tion through spatio-temporal GNNs or sequence-based ex-
tensions could improve the prediction of peak events and
enhance flood wave tracking.

• Model design. While the standard GATRes architecture
already shows strong performance, extending it toward a
heterogeneous and temporally aware variant could better
capture nonlinear dynamics around pumps, weirs, and out-
falls.

• Seed-to-seed variance in absolute accuracy (Shunqing).
Across 𝑁 = 3 seeds, one run’s clean-condition accuracy was
much worse than the other two, most likely due to which
sensor placement that seed happened to draw.

• Comparative evaluation. Although the focus here was
on GNN surrogates, benchmarking against simpler meth-
ods (e.g., interpolation or regression) would help contextu-
alize their added value in different operational scenarios.
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The present evaluation also does not separately assess error
during flooding and non-flooding conditions. Future work
should evaluate flooded nodes separately and determine
whether the surrogate correctly identifies operationally im-
portant flooding states. This does not change the qualitative
conclusion: the denoising model’s relative response to drift
is consistently small (6–8% across all three seeds) while the
baseline’s is erratic (16–94%). But the absolute MAE values in
Table 6 carry large variance and should not be read as tightly
estimated point values. A masking-rate or sensor-placement
sensitivity study, beyond the fixed 30% coverage used here,
would clarify how much of this variance is placement-driven
versus optimization noise.

• Mechanism not directly verified.We show that denoising
training improves robustness, but have not confirmed why,
for example via attention-weight inspection showing the
network down-weighting corrupted sensors, which would
strengthen the causal story beyond the aggregate error met-
rics reported here.

• Single masking rate (Shunqing). All drift results are re-
ported at one sensor-coverage level (30%); a sweep across
coverage levels, mirroring Figure 5’s masking-only sweep,
would clarify how the robustness benefit scales with sensor
scarcity.

• Chronological split is a positional proxy, not a literal
per-rainfall-event split, since the Shunqing public release
does not retain individual event boundaries.

In future work, we aim to explore heterogeneous GATRes archi-
tectures with temporal extensions, integrate richer feature sets, and
benchmark against non-graph baselines. We also aim to evaluate
drift robustness using real continuous water-level monitoring data
from Heusden and to investigate the attention-based mechanism
underlying the denoising model’s improved robustness. Ultimately,
testing on live operational data will be an important step toward
transitioning these surrogates from proof-of-concept to fully inte-
grated components of wastewater digital twins.

9 ARTIFACT AVAILABILITY
Code implementing the pipeline described in this paper is available
at: https://github.com/revinnaufal/gatres-denoising
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