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Abstract

Association Rule Mining (ARM) is a fundamental data mining technique for knowledge
discovery in tabular data and is widely used in high-stakes decision-making. Existing ap-
proaches suffer from two limitations: reliance on frequent itemset mining leading to rule
explosion in classical methods, and failure in low-data regimes in recent neural approaches.
We reframe ARM as a conditional probability estimation problem and introduce a model-
agnostic rule learning framework that extracts association rules from any conditional prob-
abilistic model, decoupling rule extraction from frequent itemset mining. We introduce
TabProbe, a probing-based algorithm that instantiates this framework, and demonstrate its
generality across multiple model classes ranging from tree-based models to large pretrained
foundation models. As a particularly powerful instantiation, we leverage tabular foundation
models (TFMs), large models pretrained on diverse tabular data with strong in-context gen-
eralization, which can be applied out-of-the-box without task-specific training. Evaluation
on 10 datasets of varying sizes shows that many framework instantiations achieve practically
full data coverage with substantially fewer rules than state-of-the-art rule miners, and the
best-performing instantiations achieve up to 15% higher association strength. Furthermore,
TFM-learned rules have better predictive performance on unseen data and remain robust in
low-data settings. Source code is available at https://github.com/DiTEC-project/tabprobe.

1 Introduction

Association Rule Mining (ARM) is an unsupervised knowledge discovery task that aims to find associations
between features in a given dataset, such as tabular data, in the form of logical implications (Agrawal et al.,
1994). It has been widely used across numerous domains for knowledge discovery (Kaushik et al., 2023; Luna
et al., 2019) and high-stakes decision-making (Rudin, 2019) as part of interpretable Machine Learning (ML)
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Table 1: Sample clinical dataset and association rules. Sample patient records from the Hepatitis
dataset (Gong & Turney, 1983) with association rules extracted by our TabProbe from TabPFN (Hollmann
et al., 2025), capturing interpretable patterns relating symptoms and treatments to patient survival.

Age Sex Steroid Antiviral · · · Class
30 female no yes · · · LIVE
50 male no yes · · · LIVE
78 male yes yes · · · LIVE
39 male yes no · · · DIE
Rule 1 Antiviral = yes ∧ Malaise = yes → Class = LIVE
Rule 2 Malaise = yes ∧ Anorexia = yes → Class = LIVE

models (Angelino et al., 2018). The ARM literature has been dominated by algorithmic methods that suffer
from rule explosion and high computational overhead (Moens et al., 2013) without effective search space
reduction (Srikant et al., 1997; Baralis et al., 2012; Yin et al., 2022; Fournier-Viger et al., 2012; Nguyen
et al., 2018; Zaki & Hsiao, 2002). Such methods typically operate in two phases: mining frequent itemsets,
and then generating association rules using the frequent itemsets.

Recent neurosymbolic methods, such as Aerial+ (Karabulut et al., 2025b), utilize autoencoders (Bank et al.,
2023) to learn compact representations and extract small rule sets, overcoming rule explosion. However, such
methods perform poorly on small datasets (Liu et al., 2017), leading to inaccurate rules that do not reflect
true patterns (Karabulut et al., 2025a). This is particularly problematic as small tabular data is common in
many domains, including biomedicine, such as rare disease datasets (Banerjee et al., 2023).

To address both rule explosion and low-data scenarios, we propose a novel framing of ARM as a conditional
probability estimation problem and introduce a model-agnostic framework that formally decouples associa-
tion rule extraction from frequent itemset mining, enabling any conditional probabilistic model over tabular
data to learn association rules directly. We introduce TabProbe, a probing-based algorithm that instantiates
this framework, and demonstrate its generality across multiple model classes, including tree-based models
(XGBoost (Chen & Guestrin, 2016) and RandomForest (Breiman, 2001)) and large pretrained foundation
models (Grinsztajn et al., 2026; Qu et al., 2025; Ma et al., 2024). As a particularly powerful instantiation,
we leverage Tabular Foundation Models (TFMs) (Hollmann et al., 2025), large models pretrained on diverse
tabular data with strong in-context generalization (Müller et al., 2022), which can be applied out-of-the-box
without additional task-specific training, directly addressing both rule explosion and the low-data limitations
of existing neural approaches. TFMs have demonstrated strong performance as classifiers for small tabular
data by pretraining on large-scale synthetic (Qu et al., 2025) or real (Spinaci et al., 2025) tabular data and
transferring learned representations to unseen datasets. Despite their growing success, TFMs have not yet
been exploited for ARM. Samples from the clinical Hepatitis (Gong & Turney, 1983) dataset, together with
association rules learned with TabPFN (Hollmann et al., 2025) using TabProbe, are shown in Table 1.

Our contributions are the following: (1) A model-agnostic framework for association rule learning,
grounded in a novel framing of ARM as a conditional probability estimation problem, formally decoupling rule
learning from frequent itemset mining and enabling any conditional probabilistic model to learn rules directly
(Section 3); (2) Two instantiations of the framework: TabProbe, a novel probing-based algorithm for any
single-target conditional probabilistic model, demonstrated with TFMs and tree-based models; and a multi-
target instantiation for reconstruction-based models such as Autoencoders (Bank et al., 2023), demonstrating
the generality of the framework across model classes (Section 3.1); (3) A comprehensive evaluation on
10 tabular datasets of small (∼100 rows) and larger (≥1000 rows) sizes in two settings: standard rule
quality evaluation and downstream classification with cross-validation as part of interpretable rule-based
classifiers (Liu et al., 1998; Angelino et al., 2018). With up to 7 times fewer rules, our framework instantiations
achieve effectively full data coverage, up to 15% higher association strength (Yan et al., 2009) than state-of-
the-art, better predictive performance on unseen data, and remain robust in low-data settings (Section 4).
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2 Preliminaries and Related Work

Association Rule Mining. The ARM problem originally seeks rules of the form X → Y over categorical
data that satisfy user-given minimum support and confidence thresholds (Agrawal et al., 1994). Support
is the proportion of data instances containing X ∪ Y . Confidence is the conditional frequency of Y among
instances containing X.

Rule explosion. The ARM literature has been dominated by algorithmic methods, most notably the
FP-Growth (Han et al., 2000) algorithm that has many variations, including parallel FP-Growth (Li et al.,
2008) and FP-Growth on GPU (Jiang & Meng, 2017). Such methods work in two stages: finding frequent
itemsets of higher support by co-occurrence counting and then forming rules of higher confidence based
on given thresholds. However, the algorithmic methods suffer from rule explosion, that is, an excessive
number of rules mined that are hard to interpret and post-process (Moens et al., 2013). This is due to the
combinatorial growth in both the number of items, i.e., unique values, and their potential combinations into
frequent itemsets and rules. The common approaches to overcome rule explosion in ARM include applying
item constraints (Srikant et al., 1997; Baralis et al., 2012; Yin et al., 2022), mining only top-k rules (Fournier-
Viger et al., 2012; Nguyen et al., 2018), closed itemset mining (Zaki & Hsiao, 2002), which refers to mining
only frequent itemsets without frequent supersets of equal support, constraint programming (Belaid et al.,
2019) and SAT-based enumeration (Izza et al., 2021). Beyond such search space reduction methods, recent
neurosymbolic alternatives to addressing rule explosion leverage compact learned data representations.

Neurosymbolic methods in ARM. Despite the wide-scale success of deep learning, neural networks
have only recently been applied to ARM. Aerial+ (Karabulut et al., 2025b) uses an undercomplete denoising
autoencoder to learn lower-dimensional data representations and reconstruct the original inputs. Association
rules are then derived based on reconstruction success, with the undercomplete structure favoring statistically
significant rules over exhaustive enumeration. There have been other neural network-based approaches to
ARM (Berteloot et al., 2024; Patel & Yadav, 2022). To the best of our knowledge, Aerial+ is the only
method that explicitly addresses rule explosion. However, earlier work showed that in the small-data regime,
Aerial+ suffers from insufficient training data, leading to inaccurate rules (Karabulut et al., 2025a).

Tabular foundation models. Prior-data fitted networks (PFNs) (Müller et al., 2022) pioneered training
neural models on large collections of synthetic tabular tasks to enable in-context generalization and serve
as a precursor to tabular foundation models. Tabular foundation models (TFMs) extend this paradigm
by pretraining large-scale architectures on synthetic or real tabular data to learn transferable representa-
tions (Hollmann et al., 2025). Representative TFMs include TabPFN (Hollmann et al., 2025), trained on
vast synthetic priors, TabICL (Qu et al., 2025), which broadens in-context learning across larger tables, and
TabDPT (Ma et al., 2024), which leverages large-scale real tabular data. Despite the spreading success of
TFMs across tabular tasks, use of TFMs to ARM has been limited to fine-tuning Aerial+ with embeddings
from TabPFN (Karabulut et al., 2025a).

Our approach. While recent neurosymbolic methods address rule explosion using neural networks, they
suffer from poor performance on small datasets, leading to rules that do not capture true patterns in the data.
We reframe ARM as a conditional probability estimation problem and introduce a model-agnostic framework
that formally decouples discovering association rules from frequent itemset mining. We demonstrate its
generality across different model classes, ranging from tree-based models to large pretrained foundation
models. Using this framing, we show that many tabular prediction models including TFMs can be used for
categorical ARM out-of-the-box and that they address both rule explosion and low-data scenarios.

3 Model-Agnostic Rule Learning Framework

Let I = {i1, i2, . . . , im} be a finite set of m items, and D = {t1, t2, . . . , tn} a dataset of transactions, where
each transaction ti ⊆ I. For tabular data with k categorical features F = {f1, . . . , fk}, each feature fj
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admits a finite set of cj categories {f1
j , . . . , f

cj

j }. The item universe is then

I =
k⋃

j=1

{
f1

j , . . . , f
cj

j

}
, (1)

and the number of items is m =
∑k

j=1 cj . Each transaction can be represented as a one-hot encoded vector
x ∈ {0, 1}m satisfying

∑cj

i=1 x[f i
j ] = 1 for all fj ∈ F .

Example. Table 1 shows a fragment of a clinical dataset where each patient record corresponds
to a transaction containing items such as Sex=male, Antiviral=yes, or Class=LIVE. Rules such as
Antiviral=yes∧ Malaise=yes→ Class=LIVE capture interpretable associations between symptoms, treat-
ments, and outcomes.
Definition 1 (Association Rule). An association rule is an implication X → Y , where X, Y ⊆ I, is a
first-order Horn clause with |Y | = 1, |X| ≥ 1, and X ∩ Y = ∅. The set X is referred as the antecedent and
Y is the consequent.

Classical rule mining methods enumerate frequent itemsets and apply thresholding on support and confi-
dence, often leading to a combinatorial explosion of rules. In contrast, we consider association rule learning
from trained probabilistic models that capture statistical regularities in the data.
Definition 2 (Conditional Probabilistic Model). Let Mθ be a trained model that allows computing conditional
queries of the form

Pθ(i | X), i ∈ I, X ⊆ I, (2)
interpreted as the model’s estimated probability that item i holds given all items in X are observed to hold.

Example. Given the antecedent X = {Antiviral=yes, Malaise=yes} from Table 1, the model Mθ can be
queried for Pθ(Class=LIVE | X).

We formalize association rule learning from such models Mθ via two requirements.
Requirement 1 (Antecedent Validation). A model Mθ provides a scoring function sθ : 2I → [0, 1], where
sθ(X) quantifies how plausible the partial configuration X is under the learned data distribution. An an-
tecedent X is considered valid if sθ(X) ≥ τa, for a user-specified threshold τa ∈ [0, 1].

Intuitively, this prevents the extraction of rules based on unlikely or spurious feature-value combinations.
Requirement 2 (Consequent Extraction). Given a valid antecedent X, the model allows computing condi-
tional probabilities Pθ(i | X) for all i ∈ I \X. An item i is accepted as a consequent of X if Pθ(i | X) ≥ τc,
for a user-specified threshold τc ∈ [0, 1].

Example. Let X = {Antiviral=yes, Malaise=yes}. Suppose the model assigns score sθ(X) = 0.81, and
the antecedent threshold is set to τa = 0.6, so that X is accepted as a valid antecedent. Querying the model
for conditional probabilities yields:

Pθ(Class=LIVE | X) = 0.92, Pθ(Class=DIE | X) = 0.08.

With a consequent threshold of τc = 0.8, the rule

Antiviral=yes ∧ Malaise=yes→ Class=LIVE

is therefore extracted by the framework.
Definition 3 (Association Validity Function). Given a model Mθ, the association validity function is

Vθ(X → Y ) = 1[sθ(X) ≥ τa] ·min
i∈Y

Pθ(i | X), (3)

where X, Y ⊆ I and 1[·] is an indicator function equal to one if its argument is true, and 0 otherwise.
Definition 4 (Association Rule Learning). Given a trained model Mθ and thresholds τa, τc ∈ [0, 1], the
association rule learning problem is to identify the set of rules

R = {X → Y | Vθ(X → Y ) ≥ τc}. (4)
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Algorithm 1 Multi-Target Rule Learning
Require: Dataset D, model Mθ, thresholds τa, τc

1: R← ∅
2: for all antecedents of interest X ⊆ I do
3: x← ConstructProbe(X)
4: x̂←Mθ(x)
5: if x̂[i′] ≥ τa, ∀i′ ∈ X then
6: Y ← {i ∈ I \X | x̂[i] ≥ τc}
7: R← R ∪ {X → y | y ∈ Y }
8: return R

3.1 Framework Instantiations

Requirements 1 and 2 can be satisfied through different model architectures. We demonstrate two paradigms,
instantiated with multiple models, to show the generality of the framework across model classes.

3.1.1 Multi-Target Rule Learning Paradigm

We now show that multi-target predictive models, such as categorical autoencoders, naturally instantiate
the proposed framework. In this setting, a model is trained to reconstruct, predict, or decode a data instance
from a possibly corrupted, masked, or noisy input. A multi-target instantiation refers to any such model
that simultaneously outputs predictions for all features and satisfies the framework requirements. Although
not explicitly trained for rule learning, such models can be queried post hoc to extract rules by interpreting
their outputs as conditional predictions under partial evidence.
Definition 5 (Multi-Target Instantiation). Let Mθ : Rm → Rm be a trained multi-target model that maps
an input vector x to a reconstructed output x̂ = Mθ(x). We assume that the output is normalized per feature,
such that for each feature fj ∈ F ,

∑
i∈fj

x̂[i] = 1, so that x̂[i] is the predicted probability of item i.

Given an antecedent set X ⊆ I, we construct an input probe vector x(X) ∈ Rm where x(X)[i′] = 1 for all
i′ ∈ X, x(X)[j] = 0 for all other items j in features containing items from X, and x(X)[k] = 1/|f | for items
k in remaining features f . We define the induced conditional probability as

Pθ(i | X) := Mθ(x(X))[i], ∀i ∈ I. (5)

Example. Let X = {Antiviral=yes, Malaise=yes}. A sample input probe for Pθ(Class=LIVE | X) would
be p = x(X) = [1, 0, 1, 0, 0.5, 0.5], where p[1], p[3] = 1 marks items in X, p[2], p[4] = 0 marks other items
in features containing X, and p[5], p[6] = 0.5 refers to remaining items. Note that uniform priors are one
of several possible probing strategies for unmarked features, e.g., leaving them missing to indicate no prior
knowledge, and the appropriate choice may depend on model architecture.

This instantiation satisfies the two requirements as follows.

• Antecedent validation (Req. 1). We define the antecedent score as sθ(X) := mini∈X Pθ(i|X),
which quantifies how plausible the partial configuration X is under the learned data distribution.

• Consequent extraction (Req. 2). For a valid antecedent X, item i ∈ I \ X is extracted as a
consequent if Pθ(i | X) ≥ τc.

Aerial+ (Karabulut et al., 2025b) instantiates this paradigm, allowing simultaneous antecedent validation
and consequent extraction in a single forward pass, as the entire item space is reconstructed at once. Al-
gorithm 1 illustrates how multi-target association rule learning works in practice. Lines 2-7 iterate over
antecedents of interest, e.g., all 3 combinations of i ∈ I. Line 3 constructs an input probe of size m as
described earlier. Line 4 performs a forward pass to obtain reconstruction probabilities per feature. Lines
5-6 validate antecedents and extract consequents using thresholds τa and τc, and line 7 stores the rules.

5



Published in Transactions on Machine Learning Research (10/2026)

Algorithm 2 TabProbe: Rule extraction from single-target models
Require: Dataset D, single-target model Mθ, max antecedents a, thresholds τa, τc

1: R← ∅, F ← GetFeatures(D)
2: Q← GenerateProbeVectors(F, a), P̂← 0|Q|×m

3: for all feature fj ∈ F do
4: X−j ← RemoveFeature(D, fj)
5: yj ← GetLabels(D, fj)
6: Mθ.fit(X−j , yj)
7: Q−j ← RemoveFeature(Q, fj)
8: P̂[·, fj ]←Mθ.predict_proba(Q−j)
9: for all probe qr ∈ Q with antecedent set Sr do

10: if mini∈Sr
P̂[r, i] ≥ τa then

11: for all i ∈ I \ Sr where P̂[r, i] ≥ τc do
12: R← R ∪ {Sr → i}
13: return R

3.1.2 Single-Target Rule Learning Paradigm

We now consider predictive models that are trained under a feature-wise single prediction objective, single-
target instantiation, where each feature is predicted from the remaining ones. These models provide access
to conditional predictions of the form Pθ(i | I \ fj) for items i belonging to feature fj . By aggregating such
predictions across all features, we obtain a vector x̂ that serves as an approximation of the full conditional
prediction vector required by the framework.
Definition 6 (Single-Target Instantiation). Let Mθ be a predictive model that, given an input vector x and a
target feature index j, outputs a probability distribution over the categories of feature fj, Mθ(x, j) ∈ [0, 1]|fj |.
To obtain a prediction vector over all items, we construct

x̂[i] := Mθ(x\fj
, j)[i], for all i ∈ fj , j = 1, . . . , k, (6)

where x\fj
denotes the input with feature fj masked or removed to prevent information leakage. Aggregating

these predictions over all features yields a vector x̂ ∈ [0, 1]m that serves as an approximation of the full joint
conditional prediction vector, consistent with the feature-wise prediction objective of single-target models.

Satisfaction of framework requirements. This instantiation satisfies the requirements as follows.

• Antecedent validation (Req. 1). As in the multi-target case, we define sθ(X) := mini∈X x̂[i],
which quantifies how plausible the partial configuration X is under the learned data distribution.

• Consequent extraction (Req. 2). For a valid antecedent X, i ∈ I \X is a consequent if x̂[i] ≥ τc.

Example. Let X = {Antiviral=yes, Malaise=yes} and target feature fj = Class. Following Definition 6,
we remove Class from D to prepare input matrix X−j , extract fj labels as yj , and fit Mθ. The probe vector
Q marks Antiviral=yes and Malaise=yes with probability 1 and assigns uniform priors to remaining
features, similar to multi-target instantiation. Querying Mθ with X yields x̂[Class=LIVE] = 0.92. With
τc = 0.8, the rule Antiviral=yes ∧ Malaise=yes→ Class=LIVE is extracted.

TFMs are a natural candidate for this paradigm as they excel at in-context prediction, accurately predicting
features conditioned on others without re-training, and remain robust in low-data regimes. We instantiate
the single-target formulation with TabPFNv3 (Grinsztajn et al., 2026), TabICLv2 (Qu et al., 2026), and
TabDPT (Ma et al., 2024), as well as XGBoost (Chen & Guestrin, 2016), Random Forest (Breiman, 2001),
canonical methods in tabular data, to demonstrate the generality of the framework across model classes.

Unlike multi-target instantiation, single-target predictive models do not allow explicit marking of antecedent
features when predicting those same features, as this would introduce information leakage. This is an
intentional design choice consistent with the feature-wise prediction objective of single-target models, such
as TFMs or XGBoost, and its validity is supported by the empirical results presented in Section 4.
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Figure 1: Example rule learning from TFMs with Algorithm 2: (1) split table into features (X) and labels
(Y), (2) fit TFM on X and Y, (3) construct probing matrix with marked items (probability 1) and uniform
priors elsewhere, (4) predict per feature, (5) aggregate predictions into reconstruction matrix, (6) apply
thresholding to extract association rules.

Algorithm 2 illustrates how the single-target formulation can be realized with any single-target model Mθ.
For a given max antecedent length a, line 2 uses GenerateProbeVectors() to build a matrix Q containing
probe vectors for antecedent combinations of size up to a. Lines 3–8 iterate over each feature fj ∈ F .
RemoveFeature() removes fj from D to prepare the input matrix X−j (line 4). GetLabels() extracts fj as
target labels yj (line 5). line 6 fits Mθ on (X−j , yj). RemoveFeature() removes fj from Q to obtain Q−j

(line 7) and line 8 calls predict_proba() to obtain a probability distribution over values of fj for probe vectors
in Q at once and stores in P̂ . Lines 9–12 iterate over each probe qr ∈ Q and its associated antecedent set Sr,
perform antecedent validity (line 10) and consequent extraction (line 11) checks. Antecedent combinations
and probe vectors are generated similarly to Algorithm 1. Note that GenerateProbeVectors() can also
use iterative level-by-level probe generation as in Apriori, Aerial+, or other rule miners, restricting each
antecedent length to combinations of items that already satisfied τa individually at shorter lengths. Figure 1
illustrates rule learning using Algorithm 2 from TFMs.

Time complexity. Ignoring the cost of fitting Mθ, which is dominated by the combinatorial terms as k
grows (see Appendix A for a full analysis), Algorithm 2 has time complexity O(k · TMθ

(|Q|) + ka+1 · ca
max)

in the worst-case, where Mθ is queried once as a single batched forward pass per feature over the |Q| =
O(ka · ca

max) probing vectors from exhaustively enumerating and checking antecedent combinations of length
up to a. k is the number of features, a the maximum antecedent size (constant, typically 2–5), and cmax the
maximum categories per feature. This is the best achievable complexity for ARM with exhaustive antecedent
enumeration, as ARM is inherently combinatorial. Since a is a constant, the complexity is polynomial.

4 Evaluation

This section evaluates our model-agnostic framework instantiations across 2 experimental settings: i) the
standard rule quality evaluation procedure from the ARM literature, ii) downstream classification evaluation
as part of interpretable machine learning models. Experiments are repeated for 10 random seeds. Setting
2 additionally applies 5-fold cross-validation, in line with standard practice in interpretable ML (Angelino
et al., 2018; Liu et al., 1998). Setting 3 provides a scalability analysis. Appendix C provides extended results
and additional analyses, and Appendix D provides a hyperparameter analysis.

Baselines. We initialize our model-agnostic framework with 6 different methods: TabPFNv3 (Grinsztajn
et al., 2026), TabICLv2 (Qu et al., 2026), TabDPT (Ma et al., 2024), XGBoost (Chen & Guestrin, 2016)
and RandomForest (Breiman, 2001) as single-target instantiations and Aerial+ (Karabulut et al., 2025b) as
state-of-the-art neurosymbolic baseline, representative of the multi-target instantiation. Since our framework
relies on the probabilistic interpretation of model outputs, we provide detailed model calibration diagnostics
in Appendix B.4. FP-Growth (Han et al., 2000) is taken as one of the most popular algorithmic ARM
baselines, implemented with MLxtend (Raschka, 2018). Note that the output of any other algorithmic
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baseline is identical to that of FP-Growth (i.e., variants of Apriori (Agrawal et al., 1994), ECLAT (Zaki,
2002), or HMine (Pei et al., 2001)), as they are all deterministic, exhaustive enumerators. Furthermore,
search space reduction methods from the ARM literature are structurally compatible with our framework,
as our approach replaces co-occurrence counting rather than the search strategy.

Datasets. 5 small medical tabular datasets (∼100 rows) and 5 larger datasets (300 to 8000 rows) are used,
summarized in Table 4 (Appendix B). All datasets have a class label to evaluate downstream classification
as part of interpretable ML models (CBA (Liu et al., 1998) and CORELS (Angelino et al., 2018)). Nu-
merical columns are discretized using equal-frequency discretization with 10 bins. For scalability analysis in
Section 4.3, the large-scale canonical ARM benchmark T10I4D100K (Agrawal et al., 1994) is used.

Hyperparameters and fair comparison. To ensure a fair comparison, each method is run with a
maximum antecedent length of 2. Framework instantiations are run with τc = 0.8, and FP-Growth with a
minimum confidence threshold of 0.8. In Setting 1, τa = 0.5 for all instantiations, while FP-Growth is run
with minimum support thresholds {0.5, 0.3, 0.2, 0.1}, and all results are reported. In Setting 2, τa = 0.3 to
obtain sufficient classification rules, which tend to have lower support; for the same reason, FP-Growth is
run with minimum support thresholds {0.5, 0.3, 0.2, 0.1, 0.05, 0.01}. All TFMs are run with entire tables as
context and an ensemble size of 8, without any tuning. XGBoost, RandomForest, and Aerial+ are tuned per
dataset using Optuna (Akiba et al., 2019) (XGBoost, RandomForest) and grid search (Aerial+), respectively.
FP-Growth has no learnable parameters and is run across all thresholds. The tuning reflects a standard
practice: TFMs are designed for out-of-the-box use, while tree-based and autoencoder-based methods are
tuned to their strongest reported configuration. Full parameter settings are listed in Table 7 (Appendix B).

4.1 Setting 1: Rule Quality Evaluation

Setup. In this experimental setting, we follow the standard ARM evaluation practice by computing 5
rule quality metrics on the full dataset, summarized in Table 5 (Appendix B). Zhang’s metric measures
association strength beyond statistical independence (i.e., non-spuriousness), and interestingness measures
how unexpected a rule is relative to its antecedent and consequent supports.

Rule quality evaluation results. Table 2 shows that TFMs, XGBoost and Aerial+ achieve near-complete
data coverage with up to 7 times fewer rules than FP-Growth, addressing rule explosion. Random forest
achieves the highest confidence and association strength on small data, and highest confidence on larger
data, with higher support than TFMs, XGBoost, and Aerial+, but at the cost of coverage (as low as
86.9%). TabPFNv3 stays closest to random forest’s association strength on small datasets and surpasses it
on larger datasets, while all TFMs retain near-complete coverage. Aerial+ shows lower support, association
strength, and interestingness than TFMs and tree-based models on small datasets, consistent with its known
degradation in low-data regimes. On larger datasets, Aerial+ recovers in confidence and interestingness,
staying close to XGBoost in association strength but ∼15% below TFMs and random forest. Within TFMs,
TabPFNv3 outperforms others in all metrics except being slightly behind in coverage. FP-Growth consis-
tently produces lower association strength rules than TFMs and Random Forest, and requires lower support
thresholds for full coverage, causing rule explosion. FP-G (0.5) has the highest interestingness and support
on larger datasets but covers only 92.8% of the data with over 21,000 rules. The only metric where TFMs
and XGBoost are consistently lower is confidence. However, as will be discussed below, TFM-learned rules
of lower confidence outperform higher-confidence baseline rules on unseen data under 5-fold cross-validation
in Setting 2, suggesting that classical methods overfit to dataset-specific co-occurrence frequencies. Figure 2
summarizes Table 2 via a normalized composite score Q = 1

6 (Conf+ Zhang+ Inter)+ 1
2 Cov weighted equally

against Coverage since a rule set with poor coverage is of limited practical use regardless of its other quality,
alongside rule counts (bars denote min-max normalization). Support is excluded as its optimal value is
application-dependent. See Appendix C.1 for per-dataset results.

Interpretation. Rule quality evaluation leads to the following core conclusions: i) predictive models can be
repurposed to learn strong association rules as exemplified by 3 TFMs, XGBoost and random forest, ii) all 6
of our framework instantiations can address rule explosion by learning an order of magnitude smaller set of
high-quality rules with full data coverage, iii) TabPFNv3 and random forest led to high association strength
(Zhang) rules indicating strong non-redundancy, while the majority of the rules learned by algorithmic
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Table 2: Average rule quality metrics (%), with ± denoting SD across seeds for non-deterministic methods.
RandomForest has the highest confidence overall and the highest Zhang on small datasets, at the cost of
coverage. All other instantiations achieve near-full coverage with up to 7 times fewer rules than FP-Growth
(FP-G), which requires lower support thresholds (x) for full coverage. TabPFNv3 achieves the highest Zhang
on larger and the second-highest on small datasets. Across-seed variation is higher on small datasets, and
Cervical Cancer shows anomalously high variation across all non-deterministic methods (Table 11).

Datasets Algorithm #Rules Support Confidence Zhang Interestingness Coverage

Small
Tabular
Datasets

TabICLv2 331 36.4 ± 3.4 82.9 ± 2.5 27.2 ± 8.5 40.8 ± 4.0 97.5 ± 3.1
TabPFNv3 274 40.6 ± 1.8 86.5 ± 1.7 30.4 ± 6.3 44.8 ± 2.0 97.8 ± 1.1
TabDPT 295 36.6 ± 3.3 82.9 ± 3.4 26.2 ± 8.3 40.9 ± 3.8 99.7 ± 0.6
Aerial+ 315 31.4 ± 2.8 87.5 ± 2.6 22.7 ± 4.3 37.1 ± 2.7 98.6 ± 1.9
RandomForest 165 45.1 ± 2.2 92.8 ± 0.6 42.8 ± 4.6 49.7 ± 2.6 93.0 ± 1.7
XGBoost 244 39.2 86.9 29.6 42.2 99.7
FP-G (0.5) 152 57.8 92.4 23.8 63.2 86.3
FP-G (0.3) 431 42.4 89.8 23.7 48.7 99.7
FP-G (0.2) 680 34.5 90.9 24.4 41.1 100.0
FP-G (0.1) 1463 22.9 91.7 26.0 29.2 100.0

Larger
Tabular
Datasets

TabICLv2 12481 48.2 ± 1.1 86.9 ± 1.2 34.5 ± 2.8 55.1 ± 1.7 99.2 ± 0.5
TabPFNv3 11885 49.6 ± 0.9 88.3 ± 1.0 37.4 ± 2.3 57.2 ± 1.3 98.4 ± 0.7
TabDPT 5177 45.8 ± 1.2 85.0 ± 1.4 36.4 ± 3.8 52.9 ± 1.8 98.3 ± 0.7
Aerial+ 7215 50.9 ± 2.3 93.6 ± 2.0 22.0 ± 2.6 57.5 ± 2.6 97.6 ± 2.1
RandomForest 8126 57.8 ± 1.2 94.8 ± 0.6 36.3 ± 1.6 66.7 ± 1.6 86.9 ± 2.8
XGBoost 9570 36.8 77.8 24.1 44.9 95.1
FP-G (0.5) 21825 64.9 91.4 29.4 71.7 92.8
FP-G (0.3) 26538 51.0 91.2 25.9 58.1 98.9
FP-G (0.2) 29211 43.5 91.4 25.2 50.4 99.6
FP-G (0.1) 35376 35.6 91.6 24.4 41.6 100.0

rule miners will be pruned out due to redundancy, iv) TFMs can address degraded performances in low-
data scenarios, which affects the neurosymbolic baseline Aerial+, without sacrificing coverage as in random
forest. Why do TFMs show lower confidence but higher association strength? Best-performing
TFMs achieve 3–6% lower confidence than other baselines, while having comparable or higher association
strength (Zhang) than all except random forest. High confidence in classical ARM methods reflects dataset-
specific co-occurrence frequencies that do not necessarily generalize to unseen data, whereas association
strength measures genuine feature associations beyond statistical independence. A rule capturing a spurious

Figure 2: Composite rule quality score Q per method alongside rule counts. Tree-based models have the
highest Q with a lower number of rules in small datasets, while TabPFNv3 achieves the highest Q among
all baselines in larger datasets. As individual metrics capture different aspects of rule utility, Q should be
interpreted as an exploratory summary rather than a definitive ranking.

9



Published in Transactions on Machine Learning Research (10/2026)

correlation cannot systematically produce higher Zhang scores, as the metric controls for marginal statistics
by construction. This is empirically confirmed in Setting 2, where TFM-learned rules with lower confidence
consistently outperform higher-confidence baseline rules in 5-fold cross-validation, including random forests.

4.2 Setting 2: Downstream Task Evaluation

Setup. This experimental setting evaluates all methods as part of two well-known rule-based interpretable
ML models: CBA (Liu et al., 1998; Filip & Kliegr, 2018) and CORELS (Angelino et al., 2018). The
experimental pipeline is illustrated in Figure 5 (Appendix C.2). CBA and CORELS receive a large set of
rules (CBA) or frequent itemsets (CORELS), and select a subset to build a rule-based classifier for high-stakes
decision-making. We first learn rules or itemsets with each of the methods, pass those to CBA and CORELS
to build a classifier, and measure accuracy, F1 score, precision, and recall. We use the same parameters as in
Setting 1 except τa = 0.3 for Aerial+, TFMs and tree-based models to ensure sufficient classification rules,
with dataset-specific reductions detailed in Appendix B.3. For a fair comparison, FP-Growth is evaluated
across minimum support thresholds {0.3, 0.2, 0.1, 0.01}, and all results are reported. The experiments are
carried out for 10 random seeds and with 5-fold cross-validation, and the average results are presented.
Algorithm 2 is adapted to mine frequent itemsets (Algorithm 3 of Appendix E) solely to accommodate
CORELS, a canonical rule-based model, as frequent itemset mining is not a requirement of our method.

Results. Table 3 shows that on small datasets, TabDPT outperforms all baselines, while having higher
variation across random seeds. TabICLv2 outperforms others on larger datasets with a small variation
across seeds. TabPFNv3 is only within 1% behind TabICLv2 and TabDPT on small and larger datasets.
Aerial+’s predictive performance is significantly lower in small tabular data, while it performs comparably
to TFMs on larger datasets. The tree-based models are behind all other methods except Aerial+ and FP-G
with high support thresholds on small tabular data. On larger datasets, tree-based model’s performance
increase, however, still behind all except TabPDT and FP-G (0.3). Variation across random seeds reduces
on larger datasets for all methods. FP-Growth leads to higher predictive performance as the min support
threshold decreases, at the expense of rule explosion, except FP-G (0.01) which does not lead to further
performance gain. See Appendix C.2 for results per dataset and per classifier.

Interpretation. The best-performing TFM outperforms every other method, including all FP-Growth
thresholds, on both small and larger datasets (TabDPT at 83.90% versus FP-G (0.1) at 83.54% on small
data, and TabICLv2 at 88.31% versus FP-G (0.2) at 88.10% on larger data), supporting the validity of the
model-agnostic framework. Against FP-Growth’s most exhaustive configuration (0.01), TFMs match or ex-
ceed its accuracy using far fewer rules, e.g., TabICLv2 with 420 rules versus 2182 for FP-G (0.01) on larger
data, indicating that additional rules beyond a certain point do not improve generalization. Tree-based
instantiations confirm the framework extends beyond TFMs and autoencoders, though RandomForest and
XGBoost remain behind all FP-Growth configurations on larger datasets, showing that not every instantia-
tion is equally competitive across data regimes. TFM performance can be further improved by reducing τa

to obtain more rules (see Appendix D for hyperparameter analysis).

4.3 Setting 3: Scalability Analysis

Setup. All methods are run for 5 random seeds with the same setup as Section 4.1, and average execution
times are recorded. Experiments are conducted on the first 5,000 rows of the T10I4D100K dataset (Agrawal
et al., 1994), a canonical benchmark for execution time evaluation in association rule mining, with an
increasing number of items as the itemset universe is the decisive factor in scalability.

Results. Figure 3 shows that XGBoost, Random Forest, and Aerial+ are the fastest as the number of
features increases, with XGBoost being the fastest of the three. TFMs consistently outperform all FP-
Growth variants and scale to 200 columns within the 1,000-second limit, with TabDPT being the fastest
TFM as the column count increases, while FP-Growth variants exceed this limit after 120–140 columns.
TFMs achieve this despite being general-purpose foundation models orders of magnitude larger than, e.g.,

1Computed after excluding datasets where CBA extracted (near-)zero classification rules in ≥7/10 seeds. RandomForest
failed to find rules on 5 datasets, and XGBoost on 2. Full per-dataset results are reported in Appendix C.2.
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Table 3: Predictive performance (%) and average classification rule (CBA) or itemset (CORELS) count
averaged across classifiers, with ± denoting standard deviation across random seeds. TabDPT outperforms
all baselines on small, and TabICLv2 on larger datasets, using few rules. FP-Growth is deterministic, hence
no variance (FP-G (x): minimum support x). Per-classifier and per-dataset results are in Appendix C.2.

Datasets Method #Rules Accuracy F1 Precision Recall

Small
Tabular
Datasets

Aerial+ 267 80.62 ± 1.87 77.33 ± 1.87 76.51 ± 2.04 80.62 ± 1.87
TabPFNv3 145 82.66 ± 3.28 81.04 ± 3.25 81.21 ± 3.67 82.66 ± 3.28
TabICLv2 165 83.32 ± 3.45 81.79 ± 3.53 82.09 ± 3.73 83.32 ± 3.45
TabDPT 221 83.90 ± 4.82 82.36 ± 4.94 82.56 ± 5.30 83.90 ± 4.82
XGBoost1 156 79.48 ± 2.39 77.29 ± 2.37 77.59 ± 2.76 79.48 ± 2.39
RandomForest1 125 81.12 ± 2.21 79.01 ± 2.34 78.71 ± 2.74 81.12 ± 2.21
FP-G (0.3) 57 79.72 76.45 75.84 79.72
FP-G (0.2) 93 79.95 77.08 76.86 79.95
FP-G (0.1) 221 83.54 81.37 82.49 83.54
FP-G (0.01) 1916 83.28 80.58 81.16 83.28

Larger
Tabular
Datasets

Aerial+ 754 87.56 ± 0.78 86.13 ± 0.87 86.34 ± 1.01 87.56 ± 0.78
TabPFNv3 432 87.86 ± 1.48 87.16 ± 1.41 87.46 ± 1.53 87.86 ± 1.48
TabICLv2 420 88.31 ± 0.88 87.64 ± 0.91 88.02 ± 1.00 88.31 ± 0.88
TabDPT 410 84.94 ± 2.73 84.32 ± 2.75 84.82 ± 2.79 84.94 ± 2.73
XGBoost1 695 84.72 ± 2.12 83.38 ± 2.13 83.46 ± 2.09 84.72 ± 2.12
RandomForest1 423 84.10 ± 3.57 83.50 ± 3.59 84.66 ± 3.77 84.10 ± 3.57
FP-G (0.3) 292 84.90 84.36 84.53 84.90
FP-G (0.2) 385 88.10 87.30 87.30 88.10
FP-G (0.1) 617 87.87 86.50 86.33 87.87
FP-G (0.01) 2182 88.04 86.60 86.41 88.04

the specialized model of Aerial+. This demonstrates that the scalability concern associated with exhaustive
enumeration is more severe in practice for standard rule miners than TFM-based rule learning.

Interpretation. XGBoost, Random Forest, and Aerial+ achieve the fastest execution times, ahead of
TFMs, since tree-based models and Aerial+’s compact autoencoder are far smaller and cheaper to fit than
a general-purpose foundation model. This, combined with the rule quality and generalization performance
demonstrated in Settings 1 and 2, means the choice between TFMs and others involves a tradeoff between
speed and rule quality. TFMs, Aerial+ and tree-based models alike scale beyond FP-Growth variants,
demonstrating that the scalability concern associated with exhaustive enumeration is more severe in practice.
Considering the speed of advancement in TFMs, going from tables of up to 10,000 rows (Hollmann et al.,

Figure 3: Mean execution time on the canonical T10I4D100K ARM benchmark as the number of columns
increases. XGBoost, RandomForest, and Aerial+ are the fastest, and TabDPT is the fastest TFM. All TFMs
scale to 200 columns within the 1,000-second limit, faster than FP-Growth, which exceeds the limit after
120–140 columns, despite being orders of magnitude larger (FP-G (x): min support threshold).
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2022; 2025) to 500,000 rows and 2,000 columns (Ma et al., 2024) within 2 years, execution time is expected
to improve further, independently of our framework.

5 Discussion

Model-agnostic association rule learning. The framework introduced in Section 3 reframes ARM as
a learning problem rather than a search over co-occurrence counts, shifting the question from how often
do these items appear together? to what does the learned model believe about their conditional dependency?
This new framing applies to any conditional probabilistic model on tabular data satisfying two requirements:
antecedent validation, which checks whether a candidate antecedent configuration is plausible under the
learned data distribution, and consequent extraction, which identifies items whose conditional probability
exceeds a threshold given that antecedent. Together, these two requirements decouple rule extraction from
frequent itemset mining, enabling any model that can estimate conditional probabilities to serve as the
backbone of an ARM system. As demonstrated with TFMs, tree-based models, and reconstruction-based
models in Section 3.1, a diverse range of model classes can instantiate the framework, offering practitioners
flexibility in choosing a model suited to their data and computational constraints. This framework also
opens a new avenue for neural network interpretability, as association rules provide inherently interpretable
explanations of learned patterns in an otherwise opaque model.

Tabular foundation models can learn association rules. TFMs with a classification objective can
be adapted to learn association rules using the single-target instantiation of our framework out-of-the-box
without re-training or architecture optimization, in contrast to neurosymbolic methods such as Aerial+,
which require per-dataset training and architecture fine-tuning. As shown in Setting 1 (Section 4.1), TFMs
produce concise rule sets with effectively full data coverage, addressing rule explosion in ARM on tabular data.
Furthermore, TFM-learned rules show stronger generalizability than state-of-the-art methods, achieving
higher association strength and better downstream performance on unseen data under cross-validation, as
confirmed in Setting 2 (Section 4.2). Notably, lower-confidence TFM rules consistently outperform higher-
confidence baseline rules on held-out data, suggesting that classical methods overfit to dataset-specific co-
occurrence frequencies while TFMs capture genuine feature associations that generalize to unseen data.

Scalability. As demonstrated in Setting 3 (Section 4.3), all framework instantiations scale beyond FP-
Growth in execution time, reaching 200 items within the 1,000-second limit while FP-Growth variants
exceed it beyond 120–140 items. As a widely adopted and representative algorithmic baseline, FP-Growth
reflects the scalability of co-occurrence counting methods in general; the superior scaling of our framework
instantiations therefore suggests a fundamental advantage of the learning-based framing over counting-based
ARM as the itemset universe grows. Tree-based models and Aerial+ achieve the fastest execution times, while
TFMs remain within the time limit despite being general-purpose foundation models orders of magnitude
larger than these specialized methods. Feature-wise predictions in TFMs are parallelizable across features,
and some TFMs (e.g., TabPFNv3) support context caching to further speed up inference. The remaining
scalability constraint is the context size limit of current TFM architectures, although this has improved
dramatically, from tables of up to 10,000 rows (Hollmann et al., 2022) to 500,000 rows (Qu et al., 2025)
within two years, and is expected to continue improving independently of our framework.

Practical implications. Many concepts from the ARM literature that reduce search space are structurally
compatible with our framework and Algorithms 1 and 2, though pruning guarantees relying on the anti-
monotonicity of exact support may not carry over to model-estimated scores. These include ARM with item
constraints (Yin et al., 2022), where probing vectors are constructed for features of interest only, and top-k
rule mining (Fournier-Viger et al., 2012), where rules of top-k highest probability are learned rather than all
rules above a threshold. Probing vectors can also be constructed iteratively, limited to features exceeding τa

in the previous iteration as a heuristic approximation, reducing the probing matrix size and computational
cost. Probing strategies tailored to specific model architectures are also a promising direction for future
work. As shown in the hyperparameter analysis in Appendix D, τa and τc allow practitioners to balance
rule set size and rule quality according to their needs, with lower τa favoring recall and higher τc favoring
precision in downstream classification (see also Appendices C.6 and C.2 for sensitivity to antecedent length
and binning resolution). For practitioners without GPU access or large pretrained models, the framework
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can be instantiated with any lightweight conditional probabilistic model, as demonstrated with tree-based
models (Section 4.1). Appendix C.8 provides further guidance on model selection.

6 Conclusions and Future Work

This paper introduced a model-agnostic framework that reframes association rule mining as a conditional
probability estimation problem, formally decoupling rule learning from frequent itemset mining. The frame-
work applies to any conditional probabilistic model over tabular data that satisfies two requirements: a scor-
ing mechanism for antecedent validation and conditional probability estimation for consequent extraction.
We instantiate the framework with tabular foundation models, tree-based models, and reconstruction-based
models, demonstrating its generality across model classes.

In two comprehensive experimental settings on 10 datasets, we demonstrated that all framework instanti-
ations, except RandomForest on larger datasets, achieve practically full data coverage with substantially
fewer rules than classical methods, with the best-performing TFM having up to 15% higher association
strength, while tree-based instantiations further confirm the framework’s generality. These rules also gen-
eralize to unseen data, achieving equal or higher classification performance within interpretable machine
learning pipelines despite using far fewer rules.

This work opens several directions for future research. Evaluating other conditional probabilistic models
within the framework is a natural next step. Extending the approach to numerical data without pre-
discretization, adapting it to non-tabular structures such as graphs, and applying it to various association
rule mining variants, such as sequential rule mining and high-utility itemset mining, are further promising
directions. More broadly, our framework shows how pretrained foundation models can be leveraged for
interpretable knowledge discovery without task-specific training.
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A Runtime Complexity Analysis

This section provides a runtime complexity analysis of Algorithm 2 in big O notation.

Initials. Building on the ARM problem definition given in Section 2 and Definition 1; let k denote the
number of features in a tabular data, cmax = maxj cj the maximum categories per feature, m =

∑k
j=1 cj the

total number of items, n the number of transactions in D, a the maximum antecedent size, and TMθ
(n) the

time complexity of fitting and predicting with tabular foundation model Mθ on n rows.

Component-wise analysis. We analyze each component of the algorithm separately and then aggregate
the results.

Outer Loops. Line 2 generates
(

k
i

)
feature combinations for each antecedent size i from 1 to a in a single

call to GenerateProbeVectors(), and generates a total of

a∑
i=1

(
k

i

)
= O(ka) combinations for constant a (7)

Probe Vector Generation. For each feature combination S with |S| = i generated in line 2, we generate
probing vectors for all feature category combinations. The number of probing vectors is

∏
f∈S cf ≤ ci

max.
Each probe has a dimension m. Summing over all combinations, the total number of probing vectors is as
follows:

|Q| =
a∑

i=1

(
k

i

)
· ci

max = O(ka · ca
max) for constant a (8)

Therefore, generating the probing matrix Q takes O(|Q| ·m).

Feature-wise Prediction. Lines 3 to 8 iterates over the k features and performs the followings:

• Prepare Xctx context by removing feature fj from D in line 4, and store it as yctx in line 5. This
takes O(1).

• Fit the foundation model in line 6 which takes T fit
Mθ

(n).

• Remove fj from Q in line 7 and predict on all remaining Q−j probing vectors in line 8, which takes
T pred
Mθ

(|Q|).

The total complexity of feature-wise predictions for k features becomes O(k · (TMθ
(n) + TMθ

(|Q|))).

Rule Extraction. Lines 9 to 12 extract rules from the final prediction matrix P̂ by checking each k
features for |Q| probes, performing thresholding, in O(k · |Q|) time.

Total Complexity. Aggregating complexities across all components:

Ttotal = k · (TMθ
(n) + TMθ

(|Q|)) + k · |Q| (9)

Substituting |Q| = O(ka · ca
max) for constant a gives

Ttotal = O
(
k · TMθ

(n) + k · TMθ
(|Q|) + ka+1 · ca

max
)

(10)
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Thus, Algorithm 2 has time complexity O(k · TMθ
(n) + k · TMθ

(|Q|) + ka+1 · ca
max) where k is the number

of features, a is the maximum antecedent size, n is the dataset size, and cmax is the maximum classes per
feature. Since ka+1 · ca

max grows in k for a ≥ 1 faster than k · TMθ
(n), which grows only linearly in k, the

latter is dominated as k grows, simplifying the worst-case complexity to O(k · TMθ
(|Q|) + ka+1 · ca

max).

Compared to Aerial+, the single-target rule learning paradigm, instantiated with TFMs, requires k forward
passes per probe (one per feature), resulting in a factor of k slowdown during rule extraction. However,
when using pretrained foundation models, it eliminates the training phase, which can be advantageous for
small datasets or rapid deployment. Note that tree-based models, specifically RandomForest, are faster than
Aerial+ despite the k factor slowdown, as shown in Figure 3.

B Experimental Details

This section includes extended experimental details that complement Section 4 and Appendix C which
provides extended experimental results.

The experiments are run on a machine with an NVIDIA H100 GPU with 94 GiB memory, and a 4-core AMD
EPYC 7F72 CPU per task.

Open-source repository. Source code of all the experiments, including reusable functions and the datasets,
is openly available at https://github.com/DiTEC-project/tabprobe.

B.1 Datasets

10 datasets from the canonical UCI ML repository (Kelly et al., 2023) are used across Settings 1 and 2,
summarized in Table 4. 5 small medical tabular datasets (∼100 rows) evaluate TFMs in low-data scenar-
ios, while 5 larger datasets (300 to 8000 rows) emulate scenarios with sufficient data to train ML models.
All datasets have a class label to evaluate downstream classification as part of interpretable ML models
(CBA (Liu et al., 1998) and CORELS (Angelino et al., 2018)). Numerical columns are discretized using
equal-frequency discretization with 10 bins. CSV versions of the datasets are available in the data folder of
our repository.

Table 4: Datasets from the canonical UCI ML repository (Kelly et al., 2023) used in Settings 1 and 2.
Dataset Columns Items Rows

Small Tabular Datasets
Acute Inflammations 6 22 120
Hepatitis 19 89 155
Cervical Cancer 19 197 72
ASD Screening (Adolescent) 21 95 104
Fertility 9 36 100

Larger Tabular Datasets
Breast Cancer 9 43 286
Congressional Voting Records 16 34 435
Mushroom 22 118 8124
Chess (KR vs. KP) 35 73 3196
Spambase 57 157 4601

B.2 Rule Quality Metrics

Table 5 defines the 5 rule quality metrics used in Setting 1. Zhang’s metric (Yan et al., 2009) measures genuine
association strength beyond statistical independence, controlling for marginal statistics by construction. X ′

in Zhang’s metric formula refers to the negation, absence of X. Interestingness (Ghosh & Nath, 2004)
measures how unexpected a rule is relative to its antecedent and consequent supports.
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Table 5: Formulas and ranges for rule quality metrics for a rule X → Y over dataset D.
Metric Formula Range
Support |{t ∈ D : (X ∪ Y ) ⊆ t}|/|D| [0, 1]
Confidence sup(X → Y )/sup(X) [0, 1]
Coverage |{t | ∃(X → Y ) ∈ R : X ⊆ t}|/|D| [0, 1]
Zhang (Yan et al., 2009) conf(X→Y )−conf(X′→Y )

max(conf(X→Y ),conf(X′→Y )) [−1, 1]
Interestingness (Ghosh & Nath, 2004) sup(X→Y )

sup(X) · sup(X→Y )
sup(Y ) · (1− sup(X→Y )

|D| ) [0, 1]

B.3 Reproducibility and Parameter Settings

Fixed execution seeds. All experiments are repeated with the following 10 fixed seeds listed in Table 6.

Table 6: Fixed execution seeds for reproducibility.
Seeds

42, 1608637542, 1273642419, 1935803228, 787846414, 996406378, 1201263687, 423734972, 415968276, 670094950

Parameter settings for all framework instantiations and baselines are listed in Table 7. FP-Growth is
implemented with MLxtend version 0.23.3 (Raschka, 2018), Aerial+ with PyAerial version 1.0.24 (Karabulut
et al., 2025c), the official xgboost Python package version 2.1.12 for XGBoost, version 1.1.13 of TabDPT
from its original repository, version 2.1.1 for TabICL and version 8.0.2 for TabPFN.

Table 7: Parameter settings for framework instantiations and baselines across experimental settings. a is
the antecedent length. †τa = 0.5 for Setting 1, τa = 0.3 for Setting 2 to obtain sufficient classification rules.
‡min_supp ∈ {0.5, 0.3, 0.2, 0.1} for Setting 1, ∈ {0.3, 0.2, 0.1, 0.05, 0.01} for Setting 2, as classification rules
tend to have lower support.

Method Parameters

TabPFNv3 a = 2, τa ∈ {0.5, 0.3}†, τc = 0.8, n_estimator = 8
TabICLv2 a = 2, τa ∈ {0.5, 0.3}†, τc = 0.8, n_estimator = 8
TabDPT a = 2, τa ∈ {0.5, 0.3}†, τc = 0.8, n_estimator = 8
Aerial+ a = 2, τa ∈ {0.5, 0.3}†, τc = 0.8, grid search-tuned per dataset
XGBoost a = 2, τa ∈ {0.5, 0.3}†, τc = 0.8, Optuna-tuned per dataset
FP-Growth a = 2, min. confidence= 0.8, min. support ∈ {0.5, 0.3, 0.2, 0.1}‡

Dataset-specific parameter adjustments. In Setting 2, τa is further reduced for specific datasets while
running CBA to obtain sufficient classification rules of lower support. For cervical cancer behavior risk and
breast cancer datasets, τa = 0.1 is used.

Aerial+ architecture parameters. Aerial+ utilizes an undercomplete denoising autoencoder whose ar-
chitecture is optimized per dataset via grid search. The resulting parameters are listed in Table 8; all other
parameters are kept at default values.

B.4 Model Calibration Diagnostics

Algorithms 1 and 2 interprets model outputs as conditional probability distributions. This section provides
calibration diagnostics for every model instantiation showing at what level predicted model outputs reflect ob-
served empirical probability distributions. We do this by providing expected calibration error (ECE) (Naeini
et al., 2015), Brier scores (Glenn et al., 1950), and reliability diagrams (DeGroot & Fienberg, 1983).

2https://github.com/dmlc/xgboost
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Table 8: Optimized Aerial+ architecture and training parameters per dataset.
Dataset Batch Size Layers Epochs

Small Tabular Datasets
Acute Inflammations 2 4 10
Hepatitis 2 4 10
Cervical Cancer 1 8 20
ASD Screen. (Adolescent) 2 4 10
Fertility 2 4 10

Larger Tabular Datasets
Breast Cancer 2 4 5
Congressional Vot. Recs. 4 2 2
Mushroom 64 64 2
Chess (KR vs. KP) 8 [16, 4] 5
Spambase 64 64 2

ECE measures how well a model’s predicted probabilities match the empirical frequency with which the
corresponding outcome actually occurs. As an example, given a set of marked antecedents, if a model
predicts 70% strength for a consequent item, does the empirical probability, confidence, match that 70%
prediction? Predictions are partitioned into B (10) equal-width bins by predicted probability and compute:

ECE =
B∑

b=1

nb

N
|p̂b − ob| , (11)

where nb is the number of predictions in bin b, N =
∑

b nb is the total number of predictions, p̂b is the mean
predicted probability in bin b, and ob is the observed frequency of the outcome in that bin.

The Brier score complements ECE by scoring predictions individually rather than in bins:

Brier = 1
N

N∑
i=1

(p̂i − yi)2
, (12)

where yi ∈ {0, 1} is the observed outcome probability for an instance i.

Reliability diagrams visualize the same per-bin quantities underlying ECE by plotting the mean predicted
probability p̂b against the observed frequency ob for each bin. In reliability diagrams, a perfectly calibrated
model falls on the diagonal p̂b = ob. The points above the diagonal indicate under-confidence, and below the
diagonal indicate over-confident predictions.

Reliability diagrams, ECE and Brier scores calculated over every model prediction, probes, on all datasets.
The results per dataset and average over all datasets are shown in Table 9 and Figure 4. ECE of all methods
except XGBoost was equal or under 3%, while XGBoost had an ECE of 6%. Brier scores of TFMs were all
under 12%, while Aerial+ and random forest closely followed with 12.5% and 12.3% respectively. Brier score
of XGBoost was 14.3%. The reliability diagrams, when averaged over all datasets, show that methods are
closely following the diagonal curve. However, XGBoost showed significant deviations from the diagonal on
acute inflammations, fertility, breast cancer, mushroom, and spambase datasets.

We interpret the results as that all methods except XGBoost were reasonably calibrated. We then calibrated
XGBoost using Platt scaling (Platt et al., 1999) on small datasets, acute inflammations and fertility, and using
isotonic calibration (Zadrozny & Elkan, 2002) on large datasets, breast cancer, mushroom and spambase.
Diagnostic results for XGBoost after calibration improved on all datasets except the acute inflammations.
The diagnostics after the calibration on the other 4 datasets were also included in Table 9 and Figure 4.
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Table 9: Per-dataset and average ECE and Brier score for every model instantiation. Bold marks the
best (lowest) value on average. Calibrated XGBoost (XGB cal.) is calibrated on fertility, breast cancer,
mushroom and spambase datasets. TabPFNv3 has the lowest average ECE and Brier scores, while XGBoost
has significantly higher scores than any other methods. XGB cal. has substantially improved over XGB in
ECE and minimally in Brier score. (RF: Random Forest, XGB: XGBoost)

Dataset Aerial+ RF TabDPT TabICLv2 TabPFNv3 XGB XGB (cal.)

Expected Calibration Error (ECE)
Acute Inflammations 0.033 0.016 0.034 0.051 0.047 0.062 0.157
Hepatitis 0.010 0.018 0.012 0.018 0.012 0.028 -
Cervical Cancer 0.020 0.017 0.010 0.008 0.013 0.007 -
ASD Screening 0.017 0.011 0.019 0.018 0.011 0.014 -
Fertility 0.007 0.012 0.010 0.027 0.009 0.139 0.011
Breast Cancer 0.020 0.013 0.011 0.012 0.012 0.047 0.023
Congressional Voting 0.067 0.058 0.023 0.013 0.021 0.052 -
Mushroom 0.030 0.011 0.059 0.053 0.037 0.131 0.097
Chess (KR vs. KP) 0.029 0.048 0.032 0.029 0.019 0.058 -
Spambase 0.066 0.074 0.033 0.041 0.045 0.061 0.066

Average 0.030 0.028 0.024 0.027 0.023 0.060 0.042

Brier Score
Acute Inflammations 0.140 0.139 0.139 0.143 0.142 0.166 0.215
Hepatitis 0.115 0.108 0.107 0.107 0.105 0.111 -
Cervical Cancer 0.074 0.074 0.076 0.078 0.073 0.076 -
ASD Screening 0.107 0.102 0.106 0.105 0.102 0.103 -
Fertility 0.148 0.144 0.145 0.149 0.146 0.183 0.146
Breast Cancer 0.128 0.126 0.120 0.119 0.119 0.141 0.137
Congressional Voting 0.196 0.171 0.150 0.143 0.143 0.187 -
Mushroom 0.094 0.103 0.104 0.102 0.095 0.143 0.129
Chess (KR vs. KP) 0.136 0.155 0.136 0.137 0.134 0.171 -
Spambase 0.116 0.108 0.095 0.096 0.097 0.146 0.146

Average 0.125 0.123 0.118 0.118 0.115 0.143 0.137

Table 10: Rule quality metrics (%) for XGBoost before and after calibration on 4 datasets that require
calibration according to diagnostics.

Dataset Method #Rules Support Confidence Zhang Interest. Coverage

Fertility XGBoost 279 20.5 67.9 12.0 21.3 100
XGBoost (cal.) 41 39.7 86.3 -3.5 39.3 100

Breast Cancer XGBoost 1 61.9 88.1 56.5 71.3 70.3
XGBoost (cal.) 12 21.7 54.4 6.7 21.9 100

Mushroom XGBoost 4326 19.8 62.0 8.7 21.4 100
XGBoost (cal.) 1819 29.2 67.1 7.5 30.9 100

Spambase XGBoost 27530 57.1 90.9 2.8 57.5 100
XGBoost (cal.) 34324 55.0 90.5 3.7 55.4 100

We then compare the rule quality results on the 4 datasets where the calibration improved diagnostics.
Table 10 shows that calibration changes rule quality substantially, however, not always for the better. On
the Breast Cancer dataset, the uncalibrated model extracts a single high-support, high-confidence rule that
covers 70.3% of the data. After calibration, the model extracts 12 rules covering the entire dataset, but at
a lower confidence (54.4% vs. 88.1%) and a sharply reduced Zhang score (6.7% vs. 56.5%). This indicates
that the additional rules are individually less discriminative and the previously overconfident single rule no
longer dominates. On the Fertility dataset, calibration reduces the number of rules from 279 to 41 and raises
confidence from 67.9% to 86.3%, but Zhang becomes negative (-3.5%), meaning the calibrated rules are, on
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Figure 4: Reliability diagrams for all model instantiations per dataset and average over all the datasets.
XGBoost is calibrated on the fertility and acute inflammations dataset using sigmoid calibration, and on
the breast cancer, mushroom, and spambase datasets using isotonic calibration. On the acute inflammation
dataset, XGBoost did not benefit from either calibration method. Calibrated XGBoost followed the diagonal
line more closely than XGBoost. All other models followed the diagonal line relatively closely and were not
calibrated when considered together with their ECE and Brier scores.

average, slightly anti-correlated with their consequents rather than genuinely associated. On the Mushroom
dataset, calibration roughly halves the rule count while improving confidence and coverage with a small
drop in Zhang score. On the Spambase dataset, the effect of calibration is mild. These results show that
calibrating XGBoost’s probability estimates does not necessarily improve the statistical rule quality.

The experimental results for XGBoost that are presented throughout the paper refer to XGBoost after
calibration, since calibration diagnostics confirm these probability estimates better reflect empirical outcome
frequencies, which is the property τa and τc are defined to threshold.

C Extended Experimental Results

This section presents extended experimental results for experimental setting 1 (Section 4.1) and setting 2
(Section 4.2), provides additional experiments and examples of learned rules.
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C.1 Extended Rule Quality Evaluation

Table 11 shows rule quality evaluation results for small tabular datasets. Even small tabular data may lead to
rule explosion, as FP-Growth produces 4088 rules on Autism Screening Adolescent with a 10% min support
threshold, more than four times as many rules as any framework instantiation. All framework instantiations
learn substantially more compact rule sets than FP-Growth, but their association strength (Zhang) varies
across datasets. RF achieves the highest Zhang on Acute Inflammations and Cervical Cancer Behavior Risk,
however, only by producing very few rules (3.3 to 3.9) at reduced data coverage (76.7 to 88.3%). TFMs lead
on Fertility, where TabICLv2 reaches a Zhang of 11.1, and FP-Growth narrowly leads on Hepatitis, ahead
of RF by only 0.1. XGBoost’s performance is inconsistent, ranging from a negative Zhang on Fertility (-3.5)
despite reasonable confidence, to the highest Zhang of any method on Autism Screening Adolescent (31.1).
TFMs and Aerial+ are the only framework instantiations to maintain full or near-full coverage across all five
datasets, with TFMs’ coverage dropping only on Cervical Cancer Behavior Risk (87.3 to 98.5%). Aerial+
produces the lowest association strength on average across all methods, though it exceeds several baselines
on individual datasets such as Fertility. We attribute this to known performance drops in neural networks
with low data. TFM confidence scores are lower than the baselines on most datasets, with Fertility and
Cervical Cancer as exceptions where TabPFNv3 and TabDPT are competitive with or exceed XGBoost and
Aerial+. We argue, and experimentally show in Setting 2 (see Section 4.2), that this is due to TFM-learned
rules capturing more generalizable patterns as opposed to dataset-specific idiosyncrasies. This is partially
implied by higher association strength and interestingness scores in TFM rules compared to Aerial+, and a
relatively higher number of rules than XGBoost and RF. The results in Setting 2 show that TFM-learned
rules outperform the baselines when applied to unseen data in classification tasks.

Table 12 shows rule quality evaluation results for larger tabular datasets. On these datasets, the impact of
rule explosion is more visible, e.g., as FP-Growth produces more than 100,000 rules on the Spambase dataset
even with a 30% min support threshold. All framework instantiations learn substantially more compact rule
sets than FP-Growth, and their association strength again varies across datasets. RF achieves the highest
Zhang on Breast Cancer and Congressional Voting datasets, however, only by producing very few rules (1.8
to 5.3) at reduced data coverage (56.0 to 78.8%). TFMs lead on Chess and Spambase, while FP-Growth
(0.01) leads on Mushroom by using roughly four times more rules than TFMs and XGBoost, 14 times more
than RF, and 8 times more than Aerial+. XGBoost’s performance is inconsistent, ranging from a competitive
second-best Zhang on Congressional Voting (94.5) to the lowest confidence of any method on Breast Cancer
(54.4). TFMs and Aerial+ are the only instantiations to maintain full or near-full coverage across all five
datasets, while XGBoost’s coverage drops sharply on Congressional Voting (75.9%) and RF’s drops on both
Breast Cancer and Congressional Voting.
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Table 11: Rule quality evaluation of TFMs and baselines on small tabular datasets, with ± denoting SD
across seeds for non-deterministic methods. TFMs maintain full or near-full coverage with far fewer rules
than FP-Growth (FP-G) at low support thresholds, showing that rule explosion persists even in small data.
TFMs match or exceed XGBoost’s Zhang on most datasets while retaining full coverage. XGBoost’s Zhang
turns negative on Fertility despite reasonable confidence. RandomForest (RF) reaches the highest Zhang on
most datasets but sacrifices coverage on Acute Inflammations and Cervical Cancer, where TFMs remain at
or near full coverage. Across seed variation is higher than larger dataset, and is largest on Cervical Cancer.

Dataset Algorithm #Rules Support Confidence Zhang Interestingness Coverage

Acute
Inflammations

TabICL 60.4 31.1±0.9 78.2±2.4 56.6±6.9 45.0±2.0 100
TabPFN 56.7 31.7±1.1 79.5±2.7 57.7±6.1 46.1±1.5 100
TabDPT 52.5 32.4±0.8 80.8±2.1 60.8±6.1 47.5±2.1 100
Aerial+ 138 25.1±0.7 87.7±1.0 46.2±1.6 39.4±0.8 100
RF 3.3 39.8±2.6 100 100 56.1±4.1 88.3±4.1
XGB 16 25.9 86.4 59.7 34.2 100
FP-G (0.5) 1 50.8 100 49.2 66.7 50.8
FP-G (0.3) 46 37.7 92.4 62.1 58.8 100
FP-G (0.2) 75 32.7 95.3 60.6 53.7 100
FP-G (0.1) 123 25.6 96.1 55.1 42.6 100

Hepatitis

TabICL 673 42.5±2.1 82.7±1.5 17.2±3.6 44.5±2.5 100
TabPFN 546 44.3±0.8 83.7±1.0 18.4±1.8 46.3±0.7 100
TabDPT 566 42.1±2.7 82.1±1.8 15.2±4.0 44.0±3.0 100
Aerial+ 677 37.1±2.1 87.2±1.3 16.4±2.8 40.9±1.9 100
RF 289 48.0±1.3 88.5±0.6 21.6±4.8 50.1±1.5 100
XGB 513 41.6 82.2 17.1 43.9 100
FP-G (0.5) 304 58.9 87.4 21.7 62.4 100
FP-G (0.3) 835 45.9 88.7 19.4 49.7 100
FP-G (0.2) 1153 40.2 88.9 18.0 43.8 100
FP-G (0.1) 2340 26.5 89.9 18.3 29.6 100

Fertility

TabICL 47.5 36.3±2.1 85.8±2.9 11.1±10.4 36.7±1.9 100
TabPFN 42.8 39.8±0.7 87.0±1.3 2.1±7.7 39.6±0.7 100
TabDPT 42.2 39.7±0.7 87.7±1.3 7.5±8.8 39.8±0.4 100
Aerial+ 73.4 31.6±2.0 86.7±1.2 8.4±1.8 33.0±1.7 99.9±0.3
RF 42.0 40.2±0.1 87.5±0.4 4.0±3.4 40.1±0.2 100
XGB 41 39.7 86.3 -3.5 39.3 100
FP-G (0.5) 10 59.6 88.9 7.9 60.1 100
FP-G (0.3) 52 41.8 88.5 3.6 42.1 100
FP-G (0.2) 109 32.8 88.5 5.9 33.7 100
FP-G (0.1) 287 20.5 89.3 10.3 22.0 100

Cervical
Cancer

TabICL 10.4 33.3±8.1 82.7±4.3 31.2±19.3 36.7±9.6 87.3±15.3
TabPFN 11.2 43.1±4.7 94.0±2.4 56.4±12.1 46.5±5.1 89.2±5.4
TabDPT 37.6 29.6±8.5 80.7±8.7 38.4±15.9 33.2±9.5 98.5±2.9
Aerial+ 24.1 29.6±6.3 86.2±6.8 28.3±10.2 35.4±5.1 92.9±9.1
RF 3.9 51.7±5.7 97.1±0.9 75.7±7.9 56.0±5.9 76.7±4.6
XGB 9 41.5 90.4 43.8 44.7 98.6
FP-G (0.5) 2 61.1 96.8 22.8 65.9 80.6
FP-G (0.3) 27 40.4 90.7 18.4 43.9 98.6
FP-G (0.2) 83 29.2 92.0 24.3 34.3 100
FP-G (0.1) 476 16.6 92.7 31.6 23.8 100

Autism
Screening

TabICL 862 38.9±3.7 84.9±1.6 20.2±2.1 40.9±4.0 100
TabPFN 714 43.9±1.9 88.1±1.0 17.5±3.7 45.6±2.0 100
TabDPT 773 39.0±3.7 83.1±2.9 9.1±6.8 40.1±4.1 100
Aerial+ 664 33.8±3.2 89.9±2.8 14.2±5.1 37.0±3.9 100
RF 488 45.6±1.4 90.8±0.8 12.7±7.1 46.0±1.5 100
XGB 645 47.4 89.6 31.1 49.4 100
FP-G (0.5) 445 58.5 89.0 17.6 61.0 100
FP-G (0.3) 1193 46.3 88.9 14.8 48.8 100
FP-G (0.2) 1982 37.5 89.5 13.5 39.8 100
FP-G (0.1) 4088 25.5 90.2 14.8 28.0 100
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Table 12: Rule quality evaluation of all methods on larger tabular datasets, with ± denoting SD across seeds.
TFMs maintain near-full coverage with far fewer rules than FP-Growth (FP-G), which needs an order of
magnitude more rules to match coverage, illustrating rule explosion. XGBoost’s confidence and Zhang trail
TFMs on nearly every dataset. RandomForest (RF) reaches high Zhang or confidence only at the cost of
coverage or rule count (and shows negative Zhang despite high confidence on Mushroom). TFMs sustain
competitive Zhang alongside full coverage. Variation across seeds is smaller than small tabular datasets.

Dataset Algorithm #Rules Support Confidence Zhang Interestingness Coverage

Breast
Cancer

TabICL 35.1 45.1±2.4 86.7±1.3 52.3±5.4 52.3±3.1 96.3±2.4
TabPFN 26.8 48.5±2.2 88.5±1.2 59.9±3.6 57.0±2.9 92.3±3.6
TabDPT 27.0 47.5±2.0 88.2±1.5 58.5±5.3 55.8±2.8 91.7±3.5
Aerial+ 15.7 43.9±4.5 88.1±4.6 36.4±6.9 52.4±4.8 90.2±4.8
RF 5.3 58.1±2.5 93.6±0.8 78.1±2.8 71.4±3.0 78.8±1.9
XGB 12 21.7 54.4 6.7 21.9 100
FP-G (0.5) 22 59.5 87.6 46.5 68.7 94.4
FP-G (0.3) 51 44.4 87.8 32.1 51.4 94.4
FP-G (0.2) 112 33.4 87.7 26.7 39.2 97.9
FP-G (0.1) 208 24.5 87.3 23.4 29.1 100

Congressional
Voting

TabICL 566 33.4±1.0 88.5±1.9 83.2±5.0 56.0±2.7 99.8±0.1
TabPFN 423 34.6±0.6 90.1±1.1 85.8±2.3 58.1±1.2 99.8±0.1
TabDPT 313 34.5±1.1 89.4±2.0 83.1±4.9 56.3±2.8 99.8±0.1
Aerial+ 224 34.8±1.9 92.0±2.0 61.4±3.5 56.6±3.2 97.8±5.6
RF 1.8 49.2±1.3 99.7±0.5 99.6±0.8 79.9±2.5 56.0±12.1
XGB 11 28.9 92.8 94.5 67.0 75.9
FP-G (0.5) 14 51.6 89.8 84.7 78.4 57.6
FP-G (0.3) 1016 35.5 89.1 70.6 60.6 100
FP-G (0.2) 2024 30.7 88.6 65.0 52.9 100
FP-G (0.1) 2867 26.0 88.5 60.5 44.7 100

Mushroom

TabICL 1913 29.0±1.2 73.9±1.9 21.6±2.0 32.6±1.3 100
TabPFN 1715 29.3±0.9 76.4±1.6 25.2±4.1 34.0±1.2 100
TabDPT 1752 27.1±1.4 67.3±2.7 11.8±4.7 30.3±1.6 100
Aerial+ 858 37.2±1.7 95.5±1.1 8.5±1.5 39.4±1.5 100
RF 488 45.1±0.7 91.3±0.5 -5.2±2.6 45.1±0.8 100
XGB 1819 29.2 67.1 7.5 30.9 100
FP-G (0.5) 245 65.8 94.5 6.8 66.0 100
FP-G (0.3) 1247 44.3 93.7 17.8 48.6 100
FP-G (0.2) 3147 31.8 95.0 24.5 38.7 100
FP-G (0.1) 6882 22.2 95.3 27.6 29.3 100

Chess
(KR vs. KP)

TabICL 13710 56.4±0.5 90.7±0.5 10.0±1.4 57.2±0.6 100
TabPFN 12989 57.6±0.6 91.9±0.8 10.8±1.5 58.4±0.7 100
TabDPT 14454 56.4±0.5 90.0±0.4 8.7±1.6 57.0±0.5 100
Aerial+ 11902 57.4±1.7 94.8±0.8 1.3±0.3 57.6±1.7 100
RF 9648 56.2±1.3 92.8±0.9 6.8±1.3 56.5±1.3 100
XGB 11688 49.3 84.4 8.2 49.3 100
FP-G (0.5) 12752 69.7 93.0 4.9 69.0 100
FP-G (0.3) 21064 57.4 93.1 4.5 57.2 100
FP-G (0.2) 27604 49.8 93.3 4.8 49.9 100
FP-G (0.1) 35358 42.1 93.5 5.6 42.6 100

Spambase

TabICL 46180 77.3±0.6 94.8±0.2 5.2±0.3 77.7±0.6 100
TabPFN 44269 78.3±0.4 94.8±0.2 5.1±0.2 78.7±0.4 100
TabDPT 9341 63.6±1.0 90.1±0.6 20.0±2.4 65.2±1.0 100
Aerial+ 23075 81.4±1.6 97.7±1.3 2.5±1.0 81.7±1.5 100
RF 30490 80.9±0.3 97.0±0.1 2.7±0.3 81.0±0.3 100
XGB 34324 55.0 90.5 3.7 55.4 100
FP-G (0.5) 96094 77.8 92.2 4.2 76.5 100
FP-G (0.3) 109312 73.6 92.2 4.7 72.6 100
FP-G (0.2) 113168 72.0 92.3 4.9 71.2 100
FP-G (0.1) 131567 63.4 93.2 4.9 62.6 100
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C.2 Extended Downstream Task Evaluation

This section presents extended downstream task evaluation results per dataset (see Section 4.2).

Experimental setup for downstream task evaluation is shown in Figure 5. CBA Liu et al. (1998) and
CORELS Angelino et al. (2018) are two well-known interpretable ML models used in high-stakes decision-
making. CBA receives a set of association rules, while CORELS receives a set of frequent itemsets to select
and order a subset to build a rule-based classifier. Each tabular dataset is first split into training and test
folds for 5-fold cross-validation. All methods are run on the training folds to learn association rules for CBA
and frequent itemsets for CORELS (see Section E for an adaptation of Algorithm 2 to frequent itemset
learning). Rule-based classifiers are then built using CBA and CORELS and evaluated on the test folds
based on accuracy, precision, recall, and F1 score.

The results of classification tasks per dataset are given in Figures 6 and 7. No single method uniformly
dominates across classifiers and dataset sizes. By looking at the F1 scores with CORELS on small tabular
datasets, we see that the best performing TFM in each dataset are ahead of Aerial+ and of tree-based
models on 3 out of 5 datasets, and comparable on 2 datasets. With comparable, we are referring to being
±1% within. Compared to FP-Growth variations, TFMs are ahead on 2, have comparable results on 2,
and have 2% worse results on the Cervical Cancer dataset compared to FP-G (0.2). On large datasets,
TFMs are comparable to tree-based models on all 5 datasets. Against Aerial+, they are ahead on 2, Breast
Cancer and Spambase, and have comparable results on the remaining 3 datasets. Lastly, compared to FP-
Growth variations on larger datasets, the best-performing TFM is always comparable to the best-performing
FP-Growth variation, despite using a substantially lower number of rules as shown in Setting 1.

CBA only considers support and confidence of the rules when building classifiers and not association strength
or any other generalizability metric. Random Forest did not result in enough classification rules in 3 of the
5 small datasets and 2 of the larger datasets, while XGBoost failed to find classification rules on the 2 of
the small datasets. Note that this is despite lowering the τa = 0.1 on those datasets. With CBA on small
datasets, TFMs are behind tree-based models only on the Hepatitis dataset against XGBoost. Compared to
Aerial+, they are comparable on 2, ahead on 2, and behind only on the Cervical Cancer dataset. Against
FP-Growth, they are 4% behind on the Cervical Cancer dataset, 3% on Autism Screening and comparable in
the remaining datasets. On large datasets with CBA, TFMs are ahead of tree-based models on all 5 datasets.
Against Aerial+, they are ahead on 2, and have comparable results on the remaining 3. And finally, against
FP-Growth, they are ahead on 1, comparable on 3, and behind on 1 dataset.

Figure 5: Experimental Setting 2 for downstream task evaluation. (1) Tabular data is split into training and
test folds for cross-validation, (2) TFMs and baselines learn rules (CBA) or frequent itemsets (CORELS)
on the training fold, (3) learned rules and itemsets are passed to CBA and CORELS to build a rule-based
classifier, (4) classifiers are evaluated on the test fold. This process is repeated for 5-fold across 10 seeds.
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Figure 6: Classification results with CORELS on both small and larger tabular datasets. On small datasets,
most methods perform comparably on Hepatitis, Acute Inflammations, and Fertility, while Aerial+ and
high-support FP-Growth settings are behind the other methods on Cervical Cancer and, more substantially
(∼30 percentage points), on Autism Screening. On larger datasets, all methods perform comparably (within
∼1%) except on Breast Cancer and Spambase, where Aerial+ trails the best-performing method by ∼2%
and ∼3.5%, respectively.
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Figure 7: Classification results with CBA on all tabular datasets. With CBA, Random Forest could not
find enough classification rules on 3 small and 2 larger datasets, while XGBoost could not find enough
classification rules on 2 small datasets only. The best-performing TFM in each dataset performed better or
comparably to other methods in 7 out of the 10 datasets. FP-Growth benefited significantly from lower min
support thresholds. Note that CBA prioritizes rules of higher support and confidence rather than association
strength and generalizability.
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C.3 Binning sensitivity analysis

The experiments use 10 datasets, of which 6 contain numerical features: Acute Inflammations, Hepatitis,
Cervical Cancer Behavior Risk, Autism Screening, Fertility and Spambase. As stated in Section B.1, numer-
ical features are discretized into 10 bins using equal-frequency discretization. However, the number of bins
can influence the number of rules and their statistical quality. Therefore, in this section, we repeat the rule
quality experiments from Section 4.1 with different numbers of bins (3 and 5) and present the results. All
the remaining parameters of each method are the same as in the main rule quality experiments.

Table 13 shows rule quality evaluation results for all methods as the number of bins changes. The number
of rules decreases across most methods as the number of bins increases, with the exception of TapDPT,
which has significantly more rules with 10 bins. Aerial+ shows the sharpest drop in rule count as the bins
increase. The data coverage percentages remain largely the same for all methods, within less than 1% change
across different numbers of bins. The confidence levels show a slight decrease in all FP-Growth variations,
while Aerial+, TabPFNv3, and TabICLv2 remain around the same confidence levels as the number of bins
increases. TabPDT has increased confidence by up to 1.3%, RandomForest showed non-monotonicity in
confidence levels, and XGBoost’s confidence dropped by 4.1% with larger bins. Zhang score is not uniformly
affected by the bin counts, similar to the confidence levels. TabPFNv3 and RandomForest both have increased
Zhang scores with more bins, TabDPT shows the opposite trend, and XGBoost is non-monotonic, dropping
at 5 bins before rising again at 10. FP-Growth’s metrics change only modestly across different bins, within
1−2%. These results suggest that the number of bins is a relevant hyperparameter for rule quality, its effect
varies by model class, and that there is no single bin count uniformly optimal across all metrics or models.

29



Published in Transactions on Machine Learning Research (10/2026)

Table 13: Average rule quality metrics (%) across 3, 5, and 10 equal-frequency bins, computed over the 6
datasets that contain numerical (and categorical) features: Acute Inflammations, Autism Screening Adoles-
cent, Cervical Cancer, Fertility, Hepatitis, Spambase. Coverage remains stable across bin counts for most
methods, with RandomForest showing a small decline as the bins increase. Rule count decreases with more
bins for most methods, with the exception of TabPDT, whose rule count grows. Zhang scores increase with
bin count in TabPFNv3, Aerial+, RandomForest, and most FP-Growth configurations, while it decreases in
TabDPT and XGBoost’s Zhang is non-monotonic.

Algorithm #Rules Support Confidence Zhang Interestingness Coverage

3 Bins
TabICLv2 11776 44.2 85.1 22.1 47.6 97.9
TabPFNv3 11680 48.1 88.4 24.5 51.5 98.1
TabDPT 269 34.9 82.8 32.1 40.3 99.7
Aerial+ 16894 37.1 89.1 17.9 41.5 98.8
XGBoost 12585 44.2 88.7 24.3 46.5 99.8
RandomForest 11405 52.1 92.8 32.4 55.9 94.7
FP-G (0.5) 20628 63.5 93.6 19.4 67.9 88.6
FP-G (0.3) 31485 47.2 91.6 19.8 52.6 99.8
FP-G (0.2) 32725 39.0 92.5 19.9 44.4 100.0
FP-G (0.1) 34565 30.2 93.0 21.0 35.2 100.0

5 Bins
TabICLv2 9536 43.6 85.1 23.7 47.3 97.9
TabPFNv3 9392 48.1 88.6 25.7 51.6 98.1
TabDPT 357 37.8 83.1 26.2 41.9 99.7
Aerial+ 8998 39.7 89.2 18.5 44.3 98.8
XGBoost 8183 46.3 86.0 17.7 48.1 99.8
RandomForest 8315 52.2 93.6 35.1 55.8 94.4
FP-G (0.5) 20025 62.3 92.9 20.1 66.8 88.6
FP-G (0.3) 21719 49.0 90.8 20.0 54.4 99.8
FP-G (0.2) 25547 40.4 91.8 20.7 46.0 100.0
FP-G (0.1) 42197 26.4 92.5 20.9 31.2 100.0

10 Bins (Main Paper Setting)
TabICLv2 7972 43.2 84.9 23.5 46.9 97.9
TabPFNv3 7607 46.8 87.9 26.2 50.5 98.2
TabDPT 1803 41.1 84.1 25.1 45.0 99.7
Aerial+ 4109 39.7 89.2 19.3 44.6 98.8
XGBoost 4832 39.0 84.6 27.8 41.8 99.8
RandomForest 5219 51.0 93.5 36.1 54.9 94.2
FP-G (0.5) 16143 61.1 92.4 20.6 65.4 88.6
FP-G (0.3) 18578 47.6 90.2 20.5 52.7 99.8
FP-G (0.2) 19428 40.7 91.1 21.2 46.1 100.0
FP-G (0.1) 23147 29.7 91.9 22.5 34.8 100.0

C.4 Comparison to Maximal Itemset Mining

The experiments so far use 7 competitive baselines, including a SOTA neurosymbolic rule learner, Aerial+,
and a canonical rule miner, FP-Growth. We now compare against another canonical baseline, FP-
Max (Grahne & Zhu, 2003b;a), a maximal itemset mining method that is built on FP-Tree structures
from FP-Growth. A maximal frequent itemset is an itemset whose size can not be increased by adding
another item without losing the user-defined support threshold. FP-Max is known to address rule explosion
in ARM. We repeat the rule quality experiments from Setting 1 with FP-Max using different minimum
support thresholds, similar to FP-Growth, while keeping the remaining hyperparameters the same. FP-Max
is implemented using MLxtend Raschka (2018).
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Table 14: Average rule quality (%) of FP-Max. FP-Max could not find any rules in the Spambase dataset.
Rule count in FP-Max is not monotonic in the support threshold, because the maximal-itemset filter drops
a shorter itemset once a longer frequent superset is found. Across all the remaining datasets, FP-Max mined
substantially fewer rules than FP-Growth, addressing rule explosion. However, in many cases, FP-Max was
not able to reach full data coverage and led to lower Zhang values than other baselines given in Tables 11
and 12, specifically RandomForest and all 3 TFMs.
Algorithm #Rules Supp. Conf. Zhang Int. Cov.

Acute Inflammations
FP-Max(0.5) 1 50.8 100.0 49.2 66.7 50.8
FP-Max(0.3) 13 36.4 93.3 69.5 60.0 100.0
FP-Max(0.2) 12 27.1 97.0 56.0 46.2 83.3
FP-Max(0.1) 5 11.0 93.6 32.4 15.5 48.3

Hepatitis
FP-Max(0.5) 32 52.0 85.2 12.3 54.4 100.0
FP-Max(0.3) 45 32.0 90.9 14.7 35.0 99.4
FP-Max(0.2) 31 20.2 92.2 17.5 23.9 93.5
FP-Max(0.1) 53 10.4 92.8 16.3 12.0 91.6

Fertility
FP-Max(0.5) 6 53.8 88.4 7.5 54.1 96.0
FP-Max(0.3) 27 35.5 88.2 3.2 35.6 100.0
FP-Max(0.2) 10 21.2 88.3 8.8 22.9 89.0
FP-Max(0.1) 46 10.7 89.2 11.4 12.0 97.0

Cervical Cancer Behavior Risk
FP-Max(0.5) 2 61.1 96.8 22.8 65.9 80.6
FP-Max(0.3) 10 33.5 91.9 11.3 36.2 94.4
FP-Max(0.2) 23 22.5 93.4 17.5 25.7 94.4
FP-Max(0.1) 55 11.9 93.3 27.4 18.3 100.0

Autism Screening Adolescent
FP-Max(0.5) 55 50.6 88.1 25.4 54.7 99.0
FP-Max(0.3) 39 31.2 90.5 6.0 32.4 100.0
FP-Max(0.2) 66 20.6 89.5 5.9 21.4 98.1
FP-Max(0.1) 64 10.6 91.1 7.3 11.8 86.5

Algorithm #Rules Supp. Conf. Zhang Int. Cov.
Breast Cancer

FP-Max(0.5) 0 – – – – 0.0
FP-Max(0.3) 14 31.0 88.1 19.9 35.7 88.5
FP-Max(0.2) 13 21.5 86.1 21.9 26.3 81.8
FP-Max(0.1) 10 10.9 85.8 22.5 14.2 74.8

Congressional Voting Records
FP-Max(0.5) 8 50.3 89.1 84.2 75.8 69.4
FP-Max(0.3) 100 30.8 89.0 64.2 53.5 99.8
FP-Max(0.2) 49 20.8 87.2 46.6 32.5 98.9
FP-Max(0.1) 18 10.8 88.8 37.8 16.4 52.4

Mushroom
FP-Max(0.5) 9 51.3 88.7 29.3 54.9 76.9
FP-Max(0.3) 3 31.3 100.0 0.0 31.3 54.5
FP-Max(0.2) 6 20.6 100.0 0.0 20.6 69.4
FP-Max(0.1) 3 10.1 100.0 0.0 10.1 20.3

Chess (KR vs. KP)
FP-Max(0.5) 8 50.0 96.2 -2.2 49.0 87.7
FP-Max(0.3) 2 30.0 88.6 0.5 30.1 38.0
FP-Max(0.2) 0 – – – – 0.0
FP-Max(0.1) 0 – – – – 0.0

Averages across all datasets
FP-Max(0.5) 12.1 52.5 91.6 28.6 59.4 66.0
FP-Max(0.3) 25.3 32.4 91.2 21.0 38.9 77.4
FP-Max(0.2) 21.0 21.8 91.7 21.8 27.4 70.8
FP-Max(0.1) 25.4 10.8 91.8 19.4 13.8 57.1

The results are given in Table 14. FP-Max was not able to find any rules in the Spambase dataset across
all four minimum support thresholds. It was able to address rule explosion, as its rule count is substantially
lower than FP-Growth (see Tables 11 and 12). Note that the number of rules in FP-Max is not monotonic
based on the minimum support threshold, as the maximal-itemset filter in FP-Max drops a shorter itemset
once a longer superset is found. FP-Max reached near-full data coverage in 6 out of 10 datasets with at least
one of its minimum support threshold configurations. However, its average rule quality is far below any of
the earlier baselines. The confidence levels are comparable to FP-Growth and higher than TFMs in most
cases, while its Zhang score is significantly below all baselines, with the exception of FP-Max(0.5) which
is higher than XGBoost and Aerial+. Overall, FP-Max can address rule explosion; however, at the cost of
significant data coverage and reliability across datasets and configurations.

31



Published in Transactions on Machine Learning Research (10/2026)

C.5 Statistical comparison of rule-mining methods

We test whether the rule-mining methods behave differently across datasets. The analysis includes the
five small and five larger datasets, and the following ten methods: TabICLv2, TabPFN, TabDPT, Aerial+,
XGBoost, RandomForest, and FP-Growth with minimum support values of 0.5, 0.3, 0.2, and 0.1. We
analyze six metrics separately: number of rules, mean support, mean confidence, mean Zhang’s metric,
mean interestingness, and data coverage. Results are first averaged over repeated seeds within each dataset.
We use datasets as the paired units because our claims concern generalization across datasets.

For each metric, we rank the ten methods within every dataset. Rank 1 denotes the highest observed value.
We note that this convention describes direction only, as a higher value is not necessarily preferable for every
metric, particularly the number of rules. Ties receive their average rank.

We first apply the Friedman test to each metric. Its null hypothesis is that all ten methods have the same
rank distribution across the ten datasets. The test uses the within-dataset ranks and includes the standard
correction for ties. We report the Friedman statistic as χ2

F (9), where 9 is the number of degrees of freedom
(the number of methods minus one), with a larger statistic meaning that the observed method ranks depart
more strongly from the equal-ranks hypothesis; as well as the associated p-values.

When the Friedman test rejects its null hypothesis at the significance level α = 0.05, we apply a two-sided
Nemenyi post-hoc test to all method pairs. The Nemenyi test asks whether the average ranks of two
methods differ by more than would be expected when all methods are compared together. For ten methods
and ten datasets, the resulting critical difference is 4.284: a pair is significant when its average ranks differ
by more than this value. We use the 0.05 significance level separately for each metric because each metric
represents a distinct empirical question.

C.5.1 Results

As shown in Table 15, the Friedman test rejects the null hypothesis of equal method ranks for every metric.
The evidence against equal ranks is strongest for the number of rules, mean support, and mean interesting-
ness. It is weaker, but still statistically significant, for mean Zhang’s metric and data coverage.

Table 15: Friedman and post-hoc results across ten datasets and ten methods. The Friedman statistic χ2
F (9)

tests whether all methods have equal ranks; 9 is its number of degrees of freedom, and larger values provide
stronger evidence against equal ranks. The p-value is the probability of a result at least this extreme under
the equal-ranks hypothesis. “Nemenyi pairs” counts the method pairs whose average ranks differ significantly
at the 0.05 level.

Metric χ2
F (9) p-value Nemenyi pairs

Number of rules 62.836 3.80× 10−10 12
Mean support 57.055 4.93× 10−9 10
Mean confidence 34.303 7.90× 10−5 5
Mean Zhang’s metric 17.695 0.0389 1
Mean interestingness 52.625 3.44× 10−8 10
Data coverage 24.240 0.0039 0

Table 16 reports the average ranks and therefore shows the direction and size of the differences. Any pair
whose ranks differ by more than 4.284 is significant under the Nemenyi test. The biggest differences are
concentrated in the number of rules, mean support, and mean interestingness. For example, FP-Growth
with minimum support 0.1 has a rule-count rank significantly closer to 1 than TabPFN, TabDPT, Aerial+,
FP-Growth with minimum support 0.5, RandomForest, and XGBoost. FP-Growth with minimum support
0.5 has a support rank significantly closer to 1 than TabICLv2, TabDPT, Aerial+, FP-Growth with mini-
mum support 0.2, FP-Growth with minimum support 0.1, and XGBoost. For mean confidence, five pairs
are significant, with RandomForest ranking significantly ahead of TabICLv2, TabDPT, and XGBoost; for
mean Zhang’s metric, only TabPFN and Aerial+ differ significantly. Although the Friedman result for data
coverage is significant, no individual Nemenyi comparison exceeds the critical difference. This can occur
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Table 16: Average method ranks across the ten datasets. Rank 1 denotes the highest value. Differences
larger than the Nemenyi critical difference of 4.284 are significant at α = 0.05. Bold marks the method with
the highest observed values (the lowest numerical rank) for each metric.

Method Rules Support Confidence Zhang Interestingness Coverage
TabICLv2 4.80 6.10 8.50 4.20 6.10 5.25
TabPFN 6.00 4.20 5.70 3.70 4.30 5.45
TabDPT 5.80 6.20 8.00 5.20 6.60 5.50
Aerial+ 6.10 6.50 4.10 8.10 6.20 6.30
FP-Growth (0.5) 8.50 1.40 4.65 6.00 1.70 6.50
FP-Growth (0.3) 4.10 3.80 5.40 6.40 3.90 4.70
FP-Growth (0.2) 2.30 7.30 4.60 6.60 7.30 4.25
FP-Growth (0.1) 1.10 9.60 3.80 5.80 9.50 4.15
XGBoost 7.20 7.00 7.30 4.30 6.60 5.85
RandomForest 9.10 2.90 2.95 4.70 2.80 7.05

because the Friedman test combines evidence across all methods, whereas each post-hoc comparison must
meet a stricter pairwise threshold.
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C.6 Rule Quality at Larger Antecedent Length

In this section, we evaluate the rule quality at antecedent length a = 3 to complement the main results
at length a = 2 given in Table 2 with a longer antecedent to control for the effect of rule list size. The
experimental setup is the same as in the main rule quality experiments in Section 4.1. The results are given
in Table 17. Similar to the results in Table 2, RandomForest and TFMs, specifically TabPFNv3 on small and
all TFMS on larger datasets, maintain higher association strength than all other methods while producing
far fewer rules than FP-Growth. The gap in rule count widens at a = 3. FP-Growth at minimum support
threshold produces 818,765 rules on larger datasets, and TabDPT produces only 43,428 rules, 19x fewer
rules with practically full coverage, while the gap was 7x at a = 2. Relatively lower confidence of TFMs is
maintained at a = 3, as well as lower data coverage of RandomForest, similar to a = 2. However, as shown
in Section 4.2, relatively lower confidence rules of TFMs are not necessarily bad, as they have led to higher
predictive performance under cross-validation than FP-Growth, demonstrating that TFMs-learned rules are
more generalizable to unseen data. These results confirm that the conclusions drawn in Section 4.1 are not
specific to a = 2, and carry to longer antecedent lengths.

Table 17: Average rule quality metrics (%) with antecedent length a = 3, with ± denoting SD across seeds
for non-deterministic methods. The results follow the same trend as in a = 2 given in Table 2: Random
Forest and all 3 TFMs have led to higher association strength, with TabPFNv3 leading within TFMs; the
gap in the number of rules is widened to 19x (TabDPT vs FP-G (0.1) on larger datasets) which was 7x at
a = 2; TFMs maintained relatively lower confidence, while Random Forest had the lowest data coverage.

Datasets Algorithm #Rules Support Confidence Zhang Interestingness Coverage

Small
Tabular
Datasets

TabICLv2 869 33.7 ± 3.0 83.1 ± 2.6 30.3 ± 8.5 38.5 ± 3.7 97.5 ± 3.1
TabPFNv3 758 36.5 ± 2.1 87.1 ± 1.5 35.0 ± 7.0 41.3 ± 2.4 97.8 ± 1.1
TabDPT 797 33.1 ± 3.4 83.4 ± 2.9 29.7 ± 8.3 37.8 ± 3.9 99.7 ± 0.6
Aerial+ 2008 21.6 ± 2.4 87.1 ± 2.7 21.8 ± 4.3 26.6 ± 2.4 98.6 ± 1.8
RandomForest 615 39.9 ± 2.5 93.1 ± 0.7 46.7 ± 5.3 44.6 ± 3.0 93.0 ± 1.7
XGBoost 1033 32.5 88.2 35.6 35.4 99.7
FP-G (0.5) 334 56.7 92.5 25.4 62.0 86.3
FP-G (0.3) 1734 40.3 90.1 26.8 47.0 99.7
FP-G (0.2) 3499 30.8 91.3 28.0 37.6 100.0
FP-G (0.1) 8976 19.5 92.3 30.2 25.8 100.0

Larger
Tabular
Datasets

TabICLv2 164123 43.0 ± 1.2 87.4 ± 0.9 37.4 ± 2.4 49.6 ± 1.5 99.2 ± 0.5
TabPFNv3 155712 44.5 ± 2.0 88.5 ± 1.4 39.3 ± 2.7 51.6 ± 2.5 98.4 ± 0.7
TabDPT 43428 40.6 ± 1.7 85.7 ± 1.2 39.2 ± 3.1 47.4 ± 2.0 98.2 ± 0.7
Aerial+ 96837 40.5 ± 1.8 93.4 ± 1.7 19.6 ± 2.6 45.9 ± 2.1 98.3 ± 0.9
RandomForest 112529 47.1 ± 2.1 94.7 ± 0.5 37.8 ± 1.8 53.9 ± 2.9 88.4 ± 3.5
XGBoost 128256 29.3 77.7 25.0 36.4 95.2
FP-G (0.5) 468403 62.4 91.1 29.9 68.8 92.8
FP-G (0.3) 609836 47.1 90.9 28.3 53.8 98.9
FP-G (0.2) 677858 38.6 91.3 28.8 45.3 99.8
FP-G (0.1) 818765 29.8 91.7 27.1 35.5 100.0
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C.7 Sample rules

Table 18 shows sample rules from the datasets used in the experiments. Each entry in the table shows both
the rule in its raw form using column names in the datasets, a plain language translation, and core quality
metrics. The plain language translations are derived using each datasets UCI documentation (Kelly et al.,
2023). The rules are obtained using the seed 42 listed in Table 6.

Table 18: Sample rules covering all methods in the datasets used across all experiments. Each row illustrates
the rules in their raw form, using the column names from the datasets, as well as plain language translations
based on their documentation and rule quality scores.

Dataset Method Rule (raw / plain language) Supp. Conf. Zhang

Acute
Inflammations

TabPFNv3 lumbar-pain=no AND micturition-pains=yes →
bladder-inflammation=yes
No lumbar pain and painful urination →
bladder inflammation

25.0 100 100

ASD Screen.
(Adolescent)

TabICLv2 jundice=no AND result=6 → Class/ASD=NO
No history of neonatal jaundice and an AQ-10 score of 6 →
negative ASD screening result

12.5 100 100

Breast
Cancer

TabPFNv3 inv-nodes=0-2 AND irradiat=no → node-caps=no
0–2 positive axillary lymph nodes and no radiotherapy → no
lymph-node capsule invasion

61.9 96.7 88.2

Cervical
Cancer
Behavior
Risk

TabPFNv3 intention_commitment=15 AND ca_cervix=0 →
behavior_sexualRisk=10
intention_commitment at 15 (its modal value) and no cervical
cancer diagnosis → behavior_sexualRisk at 10 (its modal value)

45.8 100 100

Congressional
Voting
Records

Random
Forest

adoption-of-the-budget-resolution=y AND
physician-fee-freeze=n → Class=democrat
Voted yes on the budget resolution and no on the physician fee
freeze → Democrat

50.3 100 100

Fertility TabPFNv3 smoking=-1 AND season_discretized=(-1.001–0.33] →
diagnosis=N
Never smoked, and semen analysis performed in winter or
spring → normal semen diagnosis

34.0 97.1 78.4

Hepatitis Random
Forest

Spiders=2 AND Ascites=2 → Varices=2
Spider angiomata (a liver-disease skin sign) and ascites (abdom-
inal fluid buildup) → esophageal varices

59.4 98.9 93.8

Mushroom XGBoost gill-color=b AND spore-print-color=w → poisonous=p
Buff gill color and white spore print → poisonous

21.3 100 100

Spambase TabDPT word_freq_650_discretized=(0.03-9.09] AND
word_freq_85_discretized=(0.1-20.0] → Class=0
Contains the token “650” (personal, non-spam mail) together
with the token “85” → not spam

7.5 99.7 99.6

C.8 Practical Guidance for Choosing a Framework Instantiation

The experimental settings in Section 4 and Appendix C have shown many tradeoffs of framework instanti-
ations based on association strength, number of rules and execution time, data coverage, and downstream
predictive task performance. The choice of instantiation depends on the practitioner’s priority. When the
goal is to find strong associations in the data, RandomForest performs the best with a notable decrease in
data coverage. RandomForest is followed by TabPFNv3, which does not have the data coverage issue. When
downstream generalization matters most, i.e., using rules to make interpretable decisions, particularly on
small datasets, TFMs are the strongest choice, as shown in Settings 1 and 2, and they require no per-dataset
training, unlike other methods. When execution time or being able to run on large itemset universes are
the priority, tree-based instantiations and Aerial+ are faster and do not require GPU resources (Setting 3).
However, RandomForest trades off data coverage for association strength, and both RandomForest and XG-
Boost occasionally fail to produce enough rules for CBA even after lowering τa, whereas TFMs and Aerial+
reliably produce enough classification rules both for CBA and CORELS.
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Robustness to experimental choices is another consideration when choosing an instantiation. The relative
ordering of instantiations (Figure 2 and Table 3) is preserved at antecedent length a = 3 (Appendix C.6),
and most instantiations are stable across different binning resolutions (3, 5 and 10), with TabDPT’s rule
count being the most sensitive to the choice of bin count (Appendix C.2). Across-seed variation is also
higher on small datasets, and largest on datasets with very few rows such as Cervical Cancer Behavior Risk
(Appendix C.1). TabPFNv3 and RandomForest have shown the smallest variance across different random
seeds in rule quality, while Aerial+ is the most stable in downstream prediction tasks.

D Hyperparameter Analysis

This section analyzes the hyperparameters of Algorithm 2.

Setup. Each TFM is run on all 10 datasets with 10 random seeds, varying τa and τc thresholds. First, τc =
0.8 is fixed and τa ∈ {0.1, 0.2, 0.3, 0.4, 0.5} is varied. Next, τa = 0.5 is fixed and τc ∈ {0.5, 0.6, 0.7, 0.8, 0.9}
is varied. Algorithm 2 is executed per TFM-dataset pair up to line 12 to obtain P̂ , and the thresholds are
applied to the same P̂ , ensuring comparable results across hyperparameter configurations.

Figure 8: Hyperparameter analysis of Algorithm 2 over all 10 datasets. The left y-axis specifies rule counts,
and the right y-axis specifies rule quality scores. Increasing τa (while keeping τc = 0.8 fixed) leads to
fewer rules with higher support and interestingness, while association strength (Zhang) and confidence do
not change significantly. Increasing τc (while keeping τa = 0.5 fixed) leads to higher support, confidence,
association strength, and interestingness while reducing rule count.

The results of this analysis is presented in Figure 8. This figure shows the change in average rule counts
and rule quality scores (support, confidence, Zhang’s metric, and interestingness) as τa and τc change per
TFM. The first row shows that as τa increases, rule count decreases while support and interestingness scores
increase. No significant change is observed in confidence and association strength (Zhang) scores. The second
row shows that as τc increases, support, confidence, association strength, and interestingness scores increase
significantly, while rule count decreases.

The implications of the results are that τa impacts rule quality synonymously to the minimum support
threshold of algorithmic methods, while τc has a more complex impact than the minimum confidence thresh-
old. Hyperparameter settings depend on the rule learning task, as rules of different quality may lead to
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different results across tasks. As an example, in an anomaly detection task, when considered as a classi-
fication task, it can be carried out with a rule-based classifier that should include rules of lower support.
Therefore, lower τa values should be preferred. On the contrary, in a knowledge discovery task with the goal
of finding interesting patterns in the data, both τa and τc should be set sufficiently high to optimize rule
interestingness and association strength, while avoiding an excessively small number of rules.

E Frequent Itemset Mining with Tabular Foundation Models

As part of experimental setting 2 (Section 4.2), we utilized CORELS Angelino et al. (2018) to build rule-
based classifiers for downstream task evaluation besides CBA for robust results. CORELS require frequent
itemsets to build classifiers. Therefore, this section provides an adaptation of Algorithm 2 to learn frequent
itemsets with TFMs.

The algorithm for learning frequent itemsets with single-target models (i.e., TFMs) out of the box is given
in Algorithm 3. Differences to Algorithm 2 are marked with a green background color. Instead of two
probabilistic antecedent and consequent thresholds, τa and τc, we now have a single similarity threshold τs.
As in Algorithm 2, probe vectors for all itemset candidates of size up to a are generated once (line 2), and
each feature’s model is fit once and reused across all candidates (lines 3-8). The τs threshold is then checked
against all features in a candidate itemset Sr (line 11), and itemsets whose marked features all exceed τs are
saved and returned as the frequent itemsets (line 12).

Algorithm 3 Frequent itemset mining with single-target models
Require: Dataset D, single-target model Mθ, max antecedents a, similarity threshold τs

Ensure: Frequent itemsets I

1: I← ∅ , F ← GetFeatures(D)
2: Q← GenerateProbeVectors(F, a), P̂← 0|Q|×m

3: for all feature fj ∈ F do
4: X−j ← RemoveFeature(D, fj)
5: yj ← GetLabels(D, fj)
6: Mθ.fit(X−j , yj)
7: Q−j ← RemoveFeature(Q, fj)
8: P̂[·, fj ]←Mθ.predict_proba(Q−j)
9: for all probe qr ∈ Q with itemset Sr do

10: if mini∈Sr P̂[r, i] ≥ τs then
11: I← I ∪ {Sr}

12: return I
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